
These notes essentially correspond to chapter 4 of the text.

1 Consumer Choice

In this chapter we will build a model of consumer choice and discuss the con-
ditions that need to be met for a consumer to be making optimal decisions.
We will begin with an overview of the restrictions that we place on consumer
preferences. Next we will discuss how these preferences are related to consumer
utility. We will then develop the concept of a budget constraint. Finally, we
will show how to develop the conditions that must be met for a consumer to be
behaving optimally.

2 Consumer Preferences

The main presumption is that consumers get a certain bene�t or satisfaction
(called utility in economics) from consuming goods and services. The goal in
this section is to determine the level of utility that each bundle of goods and
services gives a consumer. Although the analysis extends to more than 2 goods,
we will work with 2 goods for simplicity.

2.1 Properties of Consumer Preferences

There are 3 primary properties that we will deem necessary in order for our
consumer preferences to be rational. The properties are de�ned below. There
may be some notation you are unfamiliar with, so I have de�ned a few symbols.
% ��at least as good as�
� ��indi¤erent to�
� ��preferred to�

1. Completeness�this property says that consumers can rank their bundles
such that, given 2 bundles A and B

� A % B
� B % A
� A � B

Thus, one of these relationships must exist for every possible bundle. Note
that if a consumer is indi¤erent between bundles it means he receives the
same level of utility for each bundle of goods.

2. Transitivity �given at least 3 bundles, A, B, and C, if

� A % B
� B % C
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Then it must be the case that

� A % C

3. Nonsatiation (or, as it is more commonly called, more is better) �Sup-
pose that bundle A consists of two goods, good 1 and good 2. Let qA1
be the quantity of good 1 in bundle A and let qA2 be the quantity of good
2 in bundle A. Suppose bundle B also consists of the same two goods,
good 1 and good 2. Let qB1 be the quantity of good 1 in bundle B and
let qB2 be the quantity of good 2 in bundle B. If q

B
1 > q

A
1 AND q

B
2 > q

A
2 ,

then B � A. Notice that the relationship between the quantities of the
goods is a greater than relationship (NOT greater than or equal to) and
the relationship between the bundles is a preferred to relationship (NOT
an at least as good relationship). If a bundle has a larger quantity of ALL
goods than another bundle, then the bundle with the larger quantity is
preferred to the bundle with the smaller quantity. If the case were that
bundle B had a larger quantity of good 1 than bundle A but the exact
same amount of good 2, then we would say that B % A. Thus, if one
bundle has more of one good but the exact same of the other goods then
we say that the bundle with more of the one good can be no worse than
the bundle with the lesser amounts of goods.

We will say that all consumers will have preferences that satisfy these 3
properties. You should note that our analysis still holds if we do NOT have the
more is better property. The more is better property is used for two reasons.
First, it seems a reasonable assumption to make that if you have more of all
goods that you will be better o¤ in the sense of having a higher utility level.
Second, it makes the analysis a little more tractable.

2.2 Graphing consumer preferences

In this section we will use a graph to aid in our analysis of consumer preferences.
We will focus on the positive quadrant of the Cartesian plane, as we will assume
that you cannot consume negative quantities of goods. The axes of the graph
will be labelled good 1 and good 2. Thus, each point (or ordered pair) on the
graph will represent a bundle of goods consisting of an amount of good 1 and
good 2 corresponding to that point. Below is a graph with 6 bundles distinctly
labelled A�F.
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Note that bundle A is given by the intersection of the 2 dotted lines, and it
corresponds to a quantity of 9 of good 1 and 12 of good 2, or the ordered pair
(12; 9). You will also note that each section of the graph has been labelled as
northeast (NE), northwest (NW), southwest (SW), or southeast (SE). These
labels are in relation to point A in the graph.1

NE corner Now, suppose that we want to compare bundle B and bundle A
based on our properties of consumer preferences. Notice that bundle B has
more of both goods than bundle A. By the more is better property, it must
be the case that B � A. In fact, any bundle in the NE corner of the graph
is preferred to bundle A, as all of those bundles have more of both goods than
bundle A.

SW corner Now, let�s compare bundle D and bundle A. Since bundle A has
more of both goods than bundle D, by the more is better property we know
A � D. Notice that bundle A has more of both goods than any bundle in the
SW corner, which means that bundle A is preferred to any bundle in the SW
corner.

NW and SE corners Notice that bundles in the NE corner (like bundle C)
have more of good 1 than bundle A, but less of good 2. Also, bundles in the

1Another way to think about it is to create a new Cartesian plane with point A is the new
origin. Then the NE corner is quadrant I, the NW corner is quadrant II, the SW corner is
quadrant III, and the SE corner is quadrant IV.
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SE corner (like bundles E and F) have more of good 2 than bundle A, but
less than good 1. This means we cannot use the more is better principle to
determine which bundles in these corners are preferred to bundle A. Thus, the
preference relation between bundles in the SE and NW corners and bundle A
are determined by how much a particular consumer likes good 1 and good 2.
We will use the concept of an indi¤erence curve to determine the preference
ordering of these bundles.

2.2.1 Indi¤erence curves

An indi¤erence curve is a plot of all the bundles that give the consumer the
same level of utility (hence the name indi¤erence curve, meaning that the con-
sumer is indi¤erent between the bundles along the curve). Consumers have an
in�nite amount of indi¤erence curves �if we were to plot all of the consumer�s
indi¤erence curve we would get their indi¤erence map. The plot below shows 3
indi¤erence curves for this consumer. The curve through point B is labelled I3.
The curve through points C, A, and F is labelled I2. The curve through points
D and E is labelled I1. Since C, A, and F are all on the same indi¤erence curve,
the consumer receives the same amount of utility from each bundle. Below the
picture are some rules for indi¤erence curves.

Rules for indi¤erence curves:

1. Bundles on indi¤erence curves farther from the origin are preferred to
those closer.
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This means that the consumer would prefer to be on I3 rather than on
I2, and would prefer to be on I2 rather than I1. Using the more is better
principle we can see that this makes sense. The consumer prefers bundle
B to bundle A, so he must have a higher utility at bundle B than he
does at bundle A. Thus, all points along the indi¤erence curve that pass
through bundle B must give a higher utility level than those that are on
the indi¤erence curve that pass through bundle A. So I3 is preferred to
I2. A similar argument can be constructed for the relationship between
I2 and I1.

2. There is one and only one indi¤erence curve that passes through each
point.

If there was more than one indi¤erence curve that passes through any
point, then the consumer would be saying that a bundle gives him a utility
level of 12 (from the �rst indi¤erence curve passing through the point) as
well as a utility level of 10 (from the second indi¤erence curve passing
through the same point). Hopefully, it is obvious that this does not make
any sense.

3. Indi¤erence curves may not cross.

For starters, if they crossed then rule 2 above would be violated. You can
also show that transitivity is violated by indi¤erence curves that cross.

4. ***Indi¤erence curves are downward sloping.***

I have marked this rule because we have seen examples of indi¤erence
curves that are not exactly downward sloping. If the two goods are perfect
complements, or if the consumer gets zero utility from consuming one of
the goods, then the indi¤erence curves will consist of perfectly vertical
lines, perfectly horizontal lines, or a combination of the two (meaning that
they are L-shaped). See the section below on special cases of indi¤erence
curves.

2.2.2 Special cases of indi¤erence curves

We will look at 4 special cases of indi¤erence curves. The case where the
consumer receives no utility from good 1, the case where the consumer receives
no utility from good 2, the case where the goods are perfect complements, and
the case where the goods are perfect substitutes.

No Utility from good 1 Suppose that the consumer receives no utility from
good 1. In this case, the consumer can only reach a higher level indi¤erence
curve if he receives more of good 2. Since good 2 is on the x-axis, the indi¤erence
curves for these two goods will be perfectly vertical lines. As the consumer
receives more of good 2 he moves to a higher indi¤erence curve, which is an
indi¤erence curve to the right.
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No Utility from good 2 Suppose that the consumer receives no utility from
good 2. In this case, the consumer can only reach a higher level indi¤erence
curve if he receives more of good 1. Since good 1 is on the y-axis, the indi¤erence
curves for these two goods will be perfectly horizontal lines. As the consumer
receives more of good 1 he moves to a higher indi¤erence curve, which is an
indi¤erence curve above the original indi¤erence curve.

Perfect Complements If two goods must ALWAYS be consumed in the same
quantities, then the two goods are perfect complements. The classic example
is left shoes and right shoes. Having 26 right shoes but only 1 left shoe is not
going to make you any better o¤ than if you simply had 1 right shoe and 1 left
shoe. However, the bundle of 26 right shoes and 1 left shoe has to be at least as
good as the bundle of 1 right shoe and 1 left shoe. This is due to the portion of
the more is better principle that says that a consumer cannot be any worse o¤
if a bundle of goods has strictly more of one good and the exact same amount
of all other goods. If we were to plot these indi¤erence curves they would be
L-shaped.

Perfect Substitutes If the consumer is indi¤erent between which of the 2
goods he consumes then the goods are perfect substitutes. The key is that
the consumer will move to a higher indi¤erence curve if the sum total of the 2
goods increases. It should be noted that the slope of the indi¤erence curve for
2 goods that are perfect substitutes is (�1).

2.2.3 Slope of an indi¤erence curve

The Marginal Rate of Substitution (MRS) is de�ned as the maximum amount
of one good a consumer will give up to obtain one more unit of another good.
Thus we want to �nd the amount of good A that a person will give up in order
to get one more unit of good B. Writing this mathematically (assuming good
B is on the x-axis and good A is on the y-axis), we have the MRS = ��QA

�QB
.

Notice that this is just a formula for a slope as we simply have a change in the
quantity of good 1 divided by a change in the quantity of good 2. Also notice
that the MRS is negative since we must give up some of good 1 in order to get
more of good 2. On a technical note, because the indi¤erence curve is a curve
and not a straight line, the slope of the indi¤erence curve will change depending
on the point at which we evaluate the slope. We will return to this concept
later in the chapter.

3 Utility

We have discussed indi¤erence curves as running through bundles of goods that
give the same level of utility. We will now make the concept of utility more
formal. We suppose that every consumer has a �utility function�which allows
him to take di¤erent bundles of goods and assign them levels of utility in such a
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manner that does not violate the properties of consumer preferences described
above. For instance, let U (QA;QB) be the consumer�s utility function that
determines the level of utility a consumer receives from consuming di¤erent
quantities of goods A and B. A particular utility function might be:

U (QA;QB) =
p
QA �QB

Now, for any bundle of goods A and B, we can calculate the utility level of
the bundles. The table below has a few di¤erent calculations.

QA QB U (QA;QB)
9 16 12
13 13 13
12 12 12
8 18 12
Assume that the quantities in the bundles are given �then to �nd the utility

level just plug in the quantities and calculate. You should notice that the
bundles (9; 16), (12; 12), and (8; 18) would all lie on the same indi¤erence curve
because they all have a utility level of 12. However, the bundle (13; 13) would
lie on a higher indi¤erence curve because it has a utility level of 13. Note that
this conforms to the more is better property because the bundle (13; 13) has
more of both goods than the bundle (12; 12) so the consumer must prefer the
bundle (13; 13).

3.1 Where indi¤erence curves come from

Indi¤erence curves can be derived directly from utility functions. In order
to do this, however, we need to use three-dimensions. Stand in the corner
of a room, facing outward diagonally. Let the �oor along one of the walls
be the axis for the quantity of good A and let the �oor along the other wall
be the axis for the quantity of good B. The crease where the walls meet is
the level of utility. We can now plot the utility function since we have three
dimensions. It would essentially look like a cave that starts from the origin and
keeps expanding outward. Alternatively, you could think about cutting a cone
into two symmetric halves. If you lay one half of the cone down it (almost)
looks like what we would call a utility shell. The picture below actually graphs
the function U (QA;QB) =

p
QA �QB , although it is a little di¢ cult to see since

it is supposed to be 3-D.

7



10

5

0

BA
10

0
05

10

5 Utility

Now, suppose we pick a utility level, say 2.5, and make a nice even cut
through the utility shell at 2.5. If we lay the new (now smaller) utility shell
directly on the ground and trace around the bottom of the shell we will have
our indi¤erence curve for utility level 2.5. If we were to do the same at every
utility level, then we would have the consumer�s indi¤erence map.

3.2 Marginal Utility

An important concept in consumer theory is marginal utility. Recall that
marginal means additional �as in how much additional utility a person would
get if he consumed one more unit of the good. We can de�ne the marginal
utility of good A as:

MUA =
�U

�QA

We can also de�ne the marginal utility of good B as:

MUB =
�U

�QB

An interesting relationship then results if we �nd the ratio of marginal util-
ities:

MUB
MUA

=

�U
�QB

�U
�QA

Or:

MUB
MUA

=
�QA
�QB

Note that both of these changes in quantities are in the positive direction.
Recall that:
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MRS =
��QA
�QB

Now, if we multiply MUB
MUA

by (�1), we will get:

MRS =
�MUB
MUA

Thus the Marginal Rate of Substitution is the negative of the ratio of mar-
ginal utilities of the goods. This will prove useful when showing some results
later.

4 Budget Constraints

We had a few goals when developing our consumer choice problem, one of which
was to discuss how consumers choose the optimal bundle in a world where they
have limited income. We will now discuss this concept of limited income. First,
we will make a few assumptions about consumer behavior/attitude towards this
limited income.

1. We begin with a �xed budget or endowment, denoted Y . We will analyze
labor-leisure decisions a little later in chapter 5, and for right now it is
best to consider our consumer with a �xed income.

2. There is no borrowing allowed (thus, no credit cards).

3. There is no saving allowed. Again, a saving-spending decision could be
represented with indi¤erence curves. We will, however, assume that all
of your income must be spent now or it is lost forever.

4. Only look at decisions regarding 2 goods, although the analysis extends
to n goods, where n > 2.

5. Assume that you can purchase fractional amounts. While this may not
be true at an instantaneous point in time (try to go to Outback and order
1
4 of a steak), if we looked at your average purchases of Outback steaks
per day then it will not likely be a nice round number (and even if it is it
is still possible for it to be a fractional amount).

4.1 Deriving a budget constraint

Whenever one derives a budget constraint it must be the case that we set ex-
penditures equal to income (technically we need expenditures to be less than or
equal to income). So we would have (assuming equality �which we will show
will hold for the consumer who is behaving optimally):

Expenditures = Income
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We know that our consumer�s income is �xed at a level of Y . Suppose we
have two goods, A and B. What are our expenditures on goods A and B?
They are simply the price that we pay for the goods, PA and PB respectively,
times the amount that we consumer of those goods, QA and QB respectively
(in this analysis it is implicitly assumed that the same price is paid for all units
of the good).
So we can rewrite our budget constraint as:

PA �QA + PB �QB = Y
At this point you should note that the prices, PA and PB , as well as the

income are variables whose values are known to the consumer. What the
budget constraint maps out is the di¤erent quantities of goods A and B that
the consumer can a¤ord. Let�s rewrite the budget constraint by solving for QA.
We get:

QA =
Y

PA
� PB
PA
QB

Notice that the budget constraint is in the form of an equation of a line, or
y = mx+ b form (technically it�s written as y = b+mx above). Note that the

y-intercept of the line is Y
PA

and the slope of the line is
�
�PB
PA

�
. If we were

given values for Y , PA, and PB we could graph this line by labelling the y-axis
as the quantity of good A and the x-axis as the quantity of good B. Suppose
that Y = 50, PB = 1, and PA = 2. Plugging in the numbers we get:

QA = 25�
1

2
QB

If we were to plot the budget constraint we would get:
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Since plotting lines by using their equations is a little time-consuming, there
is an alternative method by which we can plot the budget constraint. Recall
that all you need to plot a line is 2 points, then you just connect the dots. The
easiest points to �nd are the y-intercept and the x-intercept, and they have
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intuitive economic meanings. The y-intercept in this case is 25, and the bundle
at this point is 0 units of good B and 25 units of good A. So the y-intercept
is just the amount of good A that one could buy if one purchased 0 of good B.
Since Y = 50 and PA = 2, we can buy 25 units. It is similar for the x-intercept,
which is 50 in this case. Since Y = 50 and PB = 1, the consumer can purchase
50 units of good B if he purchases 0 units of good A.
At this point it should be noted that the consumer can purchase any bundle

on the budget constraint OR inside the budget constraint. Hopefully this is
intuitive. If I can a¤ord the bundle 26 units of good B and 12 units of good A
(this is a point on the budget constraint), then I can a¤ord 13 units of good B
and 6 units of good A (this is a point inside the budget constraint). We can
then de�ne the consumer�s opportunity set as the set of all the bundles that he
can purchase given his income and the prices of the goods. This is the entire
triangle made by the x-axis, y-axis, and budget constraint.

4.2 Income changes and the budget constraint

Suppose that the consumer�s income doubled �he now has $100. It is assumed
that prices remain the same. What will happen to his budget constraint?
The �rst thing we need to do is �nd out how his budget constraint changes.

We know that the generic formula for a budget constraint is:

QA =
Y

PA
� PB
PA
QB

If only his income changes, then only the y-intercept of the budget constraint
is a¤ected. The slope of the budget constraint remains the same since income
does not enter the formula for the slope. If we plug the new income into the
budget constraint formula we see that the new budget constraint is:

QA = 50�
1

2
QB

Graphing the new budget constraint on the same graph as the old budget
constraint gives us:
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Since we had an increase in income the new budget constraint has made
a parallel shift outward. This is re�ected in the change in intercepts, the y-
intercept increasing from 25 to 50 and the x-intercept increasing from 50 to 100.
Notice that the consumer�s opportunity set has increased as well.

4.3 Price changes and the budget constraint

Now, suppose that one of the prices change. Assume that income and the price
of the other good remain constant. How does our budget constraint change?

4.3.1 Change in the price of good B

Suppose that we had a change in the price of good B. Looking at our generic
formula for the budget constraint we see:

QA =
Y

PA
� PB
PA
QB

The price of good B only enters into the slope of the equation, so the y-
intercept will remain the same. This should make sense, as the y-intercept tells
us how much of good A we can buy if we buy 0 of good B. Since neither income
nor the price of good A change we will still be able to buy exactly the same
amount of good A if we buy 0 of good B. Letting the price of good B fall to 50
cents we have:

QA = 25�
1

4
QB

Graphing this with the original budget constraint gives us:
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Since the price of good B fell, we get a pivot e¤ect on the budget constraint,
as it swings out to the right. If the price of good B rose, we would still get a
pivot e¤ect, although the budget constraint would swing in to the left.
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4.3.2 Change in the price of good A

Since the price of good A enters both the slope and y-intercept of our budget
constraint we will see both of them change. However, the x-intercept will remain
the same. What we will �nd is still a pivot e¤ect on the budget constraint,
only now the budget constraint pivots on the x-intercept.
Suppose the price of good A increases to $5. Our budget constraint is now

(with the price of good B being returned to it original $1 level):

QA = 10�
1

5
QB

Plotting this on the same graph with the original budget constraint we see:
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Notice that the increase in the price of good A caused the budget constraint
to swing inward. A decrease in the price of good A would have caused the
budget constraint to shift outward.
The key to both changes in the price of good B and changes in the price of

good A is that the slope of the budget constraint changes when either changes.
As we have already seen, slopes have been important in economic analysis.

4.4 Slope of the budget constraint

The slope of the budget constraint is given a speci�c name in economics. We
call it the Marginal Rate of Transformation (MRT). The MRT tells us the rate
at which the market will allow consumers to exchange goods. If the price of
good A is $2 and the price of good B is $1, then the market says that if I give
up purchasing one unit of good A I can now purchase 2 additional units of good
B. Mathematically then, the MRT is the ��QA

�QB
, or how much of good A I must

give up in order to get more of good B. Note that the �QA is negative, as we
must give up some units of good A to receive more units of good B.
You should also notice that ��QA

�QB
is a formula for a slope. Speci�cally,

the MRT is the slope of the budget constraint, which is always the same at any
point along the budget constraint because the budget constraint is a line. From
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our generic formula for the budget constraint we know that the slope is �PB
PA

.
So we now know that:

MRT =
�PB
PA

This is another useful result that we will use in the next section on optimal
consumer choice.

5 Optimal consumer choice �intuition and graphs

There are two types of solution we might �nd, an interior solution and a corner
solution. It is easier to de�ne a corner solution �rst. A corner solution occurs
when a consumer buys either ONLY good A or ONLY good B. Thus the optimal
bundle (if it is a corner solution) will look like either (0; QA) OR (QB ; 0), where
QA and QB are both assumed to be greater than zero. At an interior solution
the consumer will purchase positive quantities of both goods. We will �rst
consider the interior solution and then the corner solution.
One important point before beginning. If the consumer is acting optimally,

will he purchase a bundle inside, but not on, the budget constraint? The
answer is no. The easy explanation is that if the consumer chooses to purchase
a bundle inside the budget constraint then he is not spending all of his money.
Essentially, he is throwing money into a lake (and we are assuming he gets no
utility from throwing money into a lake or a wishing well), and why would anyone
throw away money when they could get goods for it? Another explanation is
that for any bundle inside the budget constraint that is being considered as
the optimal bundle, a di¤erent bundle ON the budget constraint can be found
that has more of BOTH goods. Thus the consumer can gain utility by moving
to this bundle on the budget constraint because the more is better property of
consumer preferences tells us that bundles with more of both goods are preferred
to bundles without as much of both goods. So if the consumer is behaving
optimally he will NOT choose a point inside the budget constraint.

5.1 Interior solution

As mentioned above, an interior solution to the consumer�s problem is an opti-
mal bundle at which the consumer purchases positive quantities of both goods.
Look at Figure 5.1:
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A consumer�s optimal choice problem �interior solution.

We know that a consumer who is optimizing will pick a point along the
budget constraint, which is the downward sloping straight line in the picture.
There are 2 points labelled, E and F. Suppose the consumer chooses point F.
Is he behaving in an optimal manner? That is, does he maximize his utility?
A consumer maximizes his utility if he chooses a bundle such that there is no
other bundle that he could have chosen, given his limited income, that would
place him at a higher utility level (or on a higher indi¤erence curve). Looking
at bundle F, we notice that this consumer is indi¤erent between bundle F and
bundle G. However, bundle G lies inside the budget constraint, so there must
be an a¤ordable bundle (call it bundle X) that he prefers to bundle G. If he
prefers bundle X to bundle G, then he must prefer bundle X to bundle F. Thus,
F cannot be the optimal bundle.
Now, look at bundle E. The indi¤erence curve I2 only touches the budget

constraint once (it is tangent to the budget constraint). Note that there is
no other bundle that the consumer can a¤ord that would put him on a higher
indi¤erence curve. Thus, the optimal bundle is found by �nding the indi¤erence
curve that is tangent to the budget constraint.

5.1.1 A key result for interior solutions

Recall that the slope of the budget constraint is the MRT. Also recall that the
slope of the indi¤erence curve is the MRS. A result from math class (I don�t
remember which one) is that if a line is tangent to a curve, then the slope of the
line and the slope of the curve AT THE POINT OF TANGENCY are equal.

15



Thus, at the consumer�s optimal bundle we have:

MRT =MRS

We know a few other things. We know that:

MRT = �PB
PA

MRS = �MUB
MUA

Substituting, we get:

�PB
PA

=
�MUB
MUA

Doing some rearranging gives us:

MUA
PA

=
MUB
PB

Notice what this equation tells us. At the optimal bundle, the marginal
utility per dollar of each good must be the same. If it is not, the consumer
can do better by shifting some dollars from the good with the lower MU=$ to
the good with the higher MU=$. As an example, suppose that the consumer
has $10 and that he goes to Rio Bravo when they sell $1 drafts and 10-cent
wings. For simplicity, assume he must buy 10 wings at a time, so that he gets
10 wings for $1. Now suppose that you purchase 90 wings and 1 draft. You get
through 10 wings and your 1 draft and think, �I would really like another draft
to go with the other 80 wings that I have�. Clearly you have NOT equated the
marginal utilities per dollar for the two goods, otherwise you would not have
thought this thought. In this case, if you could go back in time and reallocate
your $10 by making a di¤erent purchase, you would take some of the money
you spent on wings (which have a low MU since you have so many of them) and
you would shift those funds to drafts (which have a high MU at the bundle (90
wings, 1 draft) because you only have one draft).

5.2 Corner solution

A corner solution has slightly di¤erent implications for behavior than an interior
solution. The key is that the result that we have from an interior solution,
MRS =MRT , does NOT have to be met at a corner solution. Corner solutions
typically occur when indi¤erence curves are relatively �at or relatively steep. A
relatively �at indi¤erence curve suggests that a consumer gets more marginal
utility from the good on the y-axis, while a relatively steep indi¤erence curve
suggests that the consumer heavily favors the good on the x-axis.2 Take a look
at Figure 5.2:

2Think about the cases where the consumer gets no utility from one of the two goods.
They are perfectly horizontal and vertical indi¤erence curves. The consumer will NEVER
purchase a good for which he gets no utility, thus we will always end up at a corner solution
in those cases.
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A picture of the consumer�s choice problem �corner solution.

In this instance the consumer puts more weight on good B in the utility
function than he does on good A. Thus, unless the price of good A is very
small relative to the price of good B (which means that the budget constraint
must be very steep), the consumer will purchase only good B. This is shown by
bundle F in the picture, which is the bundle where the budget constraint and
the x-axis intersect. Notice that this point is on the budget constraint, but
we cannot �nd a bundle that would give the consumer a higher level of utility.
Thus, the consumer only purchases good B to maximize his utility.
If you look at the graphs of the interior solution and the corner solution

you should see one key di¤erence. If an interior solution occurs, there will
be indi¤erence curves that cross the budget constraint twice (such as I1 in the
interior solution picture). However, if a corner solution occurs, the indi¤erence
curves will only cross the budget constraint once.

5.2.1 Does MRS =MRT at a corner solution?

The answer is, �maybe�. There are cases where MRS = MRT at the corner
solution. These are very special cases however, and the vast majority of the
time MRS 6= MRT at a corner solution. If you look at the picture, notice
that I2 actually intersects the budget constraint � it is NOT tangent to the
budget constraint. If there is an intersection of the budget constraint and
the indi¤erence curve at a corner solution then the result that MRT = MRS
will NOT hold. This is because the line is not tangent to the curve at that
point. The consumer would actually be better o¤ if he could consume negative
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quantities of good A in this case, as the point of tangency for his indi¤erence
curve and his budget constraint is actually in quadrant IV of the Cartesian plane
in this example.

6 Optimal consumer choice

The consumer�s goal is to maximize utility, given that they have a budget con-
straint. We can be a little more formal, saying something like the consumer�s
goal is to choose the most preferred consumption bundle x (p; y) (note that
x (p; y) is a vector of quantities � there is an x1 (p; y) and an x2 (p; y) in our
2 good world) given prices p >> 0 and y > 0 (and hence, budget constraint
p � x � y). Write this out as a maximization problem:

max
x�0

u (x) subject to (or s.t.) p � x � y

This is a nice problem, but does it have a solution? This is just an op-
timization problem like we did in chapter 2, only now we are maximizing the
consumer�s utility subject to the budget constraint. For courses at the PhD
level we often tell students there are two questions that you will want to ask
when setting up your models. The �rst is, Does a solution exist? The second
is, Is the solution unique? So existence and uniqueness are two concepts that
model builders, at least in the sense of classical demand theory, strive for.3 We
will assume a solution exists and those interested in the how and why behind
existence of a solution can read notes from my Master�s and PhD courses.
This problem can be solved with the Lagrangian method that we used earlier,

only in the case of a maximization problem we would write the constraint as
y � p1x1 � p2x2 � 0 (Recall that for the minimization problem we worked in
chapter two we had 0 � terms. Again, these are due to technical details of
setting up the problem.)
Setting up the problem we have:

L (x1; x2; �) = u (x1;x2) + � [y � p1x1 � p2x2]

The �rst-order conditions we have give us:

@L
@x1

=
@u (x�1; x

�
2)

@x1
� ��p1 = 0

@L
@x2

=
@u (x�1; x

�
2)

@x2
� ��p2 = 0

@L
@�

= y � p1x1 � p2x2 = 0

3When we discuss game theory there are some game theorists who believe the fact that
multiple equilibria exist in theory is useful because multiple equilibria exist in the real world.
The question then becomes how one of those equilibria was selected in one case and how
another was selected in a second case. So uniqueness is not necessarily that important to
some game theorists, but they still strive for existence.
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Technically we would have to check that we would spend all of our money, y,
because technically the constraint is an inequality constraint. But as long as
the consumer receives utility from at least one good then the consumer will
always spend all of his or her money (this is called Walras�Law).
Something we can see is that at the optimum (and this set of equations is

the reason for showing the optimization process),

@u (x�1; x
�
2)

@x1
= ��p1

@u (x�1; x
�
2)

@x2
= ��p2.

Note that @u(x
�
1 ;x

�
2)

@x1
is the marginal utility of good x1, orMUx1 and that

@u(x�1 ;x
�
2)

@x2
is the marginal utility of good x2, or MUx2 . If we take the ratio of those 2
equations, we get: MUx1

MUx2
= p1

p2
, or MUx1

p1
=

MUx2
p2

. These equations should look
familiar as we discussed them as the "conditions" for an interior solution to
the consumer�s optimization problem when we solved the problem graphically.
Note that p1

p2
is the slope of the budget line (the negative of the slope) and

that MUx1
MUx2

is the marginal rate of substitution, or the slope of the indi¤erence
curve at x�1 and x

�
2, so that the slope of the indi¤erence curve is equal to the

slope of the budget line at that point, or, that the budget line is tangent to the
indi¤erence curve at that point.
Now, what is �? This variable � tells us the marginal or shadow value

of relaxing the constraint in the consumer�s problem. When applied to the
budget constraint, it is the marginal value of wealth. Think about when � > 0
and � = 0. If � > 0, then wealth has a positive marginal value, and more y
will increase u (�) or L (�), if we hold the other variables constant. If � = 0
(and this is only hypothetically speaking here), then additional y is worthless
to the consumer, even holding the other variables constant. That is because
the constraint would be non-binding, and the consumer would have chosen x�1
and x�2 such that y� p1x�1 � p2x�2 > 0. Our concern as of right now is not with
a speci�c value of �, but whether or not � > 0 or � = 0.

6.1 Example with a utility function

Here is an actual example with a utility function. Let u (x1;x2) = � lnx1 +
(1� �) lnx2, � 2 (0; 1). The consumer�s problem is:

max
x1>0;x2>0

u (x1; x2) s.t. p1x1 + p2x2 � y

We know that we will need to formulate the Lagrangian,

L (x1; x2; �) = u (x1;x2) + � [y � p1x1 � p2x2]

and to obtain the Kuhn-Tucker conditions:
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@L
@x1

=
@u (x�1; x

�
2)

@x1
� ��p1 = 0

@L
@x2

=
@u (x�1; x

�
2)

@x2
� ��p2 = 0

@L
@�

= y � p1x1 � p2x2 = 0

We know that if u (x1; x2) = � lnx1 + (1� �) lnx2, then

@u (x�1; x
�
2)

@x1
=

�

x1
@u (x�1; x

�
2)

@x2
=

1� �
x2

I won�t type out all the rearranging of terms for this term to �nd the solution,
but you should be able to verify that

x�1 (p; y) =
�y

p1

x�2 (p; y) =
(1� �) y
p2

�� =
1

y
> 0

Now suppose that p1 = 10, p2 = 5, � = 1
3 , and y = 100. We can actually

�nd our consumer�s optimal bundle in terms of a number. Plugging in those
values we get that x�1 (p; y) =

10
3 , x

�
2 (p; y) =

40
3 , and �

� = 1
100 > 0. Moreover,

MUx1
MUx2

= 1=3
10=3=

2=3
40=3 = 2. Also,

p1
p2
= 2. So, MUx1

MUx2
= p1

p2
.

Beyond determining the optimal consumption of goods, this optimization
process always reveals something else. Look at x�1 (p; y) and x

�
2 (p; y). Think

about our earlier discussion about demand functions and demand curves. In
this example, we see that there is a positive relationship between income and
the quantity consumed of the good and a negative relationship between the
price of a good and its own quantity demanded. What we are doing with these
examples is determining demand curves. Now, it is unlikely that you know
your consumer�s utility function (in reality, it is unlikely that the consumer
knows his or her utility function) �but we can see that through some very basic
assumptions how we can get demand curves for goods).

7 Elasticities

An important concept in economics is elasticity. Recall that when we are mea-
suring elasticity we want to see how responsive a quantity measure (demanded
or supplied) is to a change in a dollar measure (a price or income). In par-
ticular, elasticities measure the percentage change in the quantity measure to a
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percentage change in a dollar measure. Some of the more common elasticities
and their uses are discussed below.4

7.1 Own-price elasticity of demand

The own-price elasticity of demand is commonly called the price elasticity of
demand, which we will denote "P . When we calculate this elasticity we are
measuring the percentage change in quantity demanded (%�QD) to a given
percentage change in the own price of the good (%�Pown). Mathematically,
we have:

"P =
%�QD
%�Pown

The basic formula to �nd the percentage change in anything is to take the
new amount, subtract o¤ the old amount, and then divide the di¤erence by the
old amount. This elasticity is known as point elasticity. So we can write:5

%�QD =
QnewD �QoldD

QoldD
and %�Pown =

Pnewown � P oldown

P oldown

So our elasticity can then be written as:

"P =

Qnew
D �Qold

D

Qold
D

Pnew
own�P old

own

P old
own

Rearranging some terms,

"P =
QnewD �QoldD
Pnewown � P oldown

� P
old
own

QoldD

Letting QnewD � QoldD = �QD and Pnewown � P oldown = �Pown (note that these
are NOT percentage changes but simply the net change in quantity and price),
we have:

"P =
�QD
�Pown

� P
old
own

QoldD

Recall that �QD

�Pown
is the basic de�nition of a derivative or partial derivative.

So if we have a demand function, QD = a� bPown, then we will have:

"P = �b �
P oldown

QoldD
4For a quick refresher on PED, you can see my principles of micro notes. The link to them

is: http://www.belkcollegeofbusiness.uncc.edu/azillant/prmicroch7out.pdf
5A di¤erent calculation of elasticity, called arc elasticity, is used for large percentage

changes. Its formula uses the midpoint in the denominator, so %�QD = Qnew�Qold
Qnew+Qnew

2

and %�P = Pnew�Pold
Pnew+Pnew

2

.
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A verbal way of stating this is that "P is the ratio of a price to its corre-
sponding quantity (as given by the demand function) times the coe¢ cient on
Pown (which is �b in the example).

Arc elasticity A di¤erent calculation of elasticity, called arc elasticity (which
we will denote Ep), is used for large percentage changes. Its formula uses the
midpoint in the denominator, so %�QD =

Qnew�Qold
Qnew+Qnew

2

and %�P = Pnew�Pold
Pnew+Pnew

2

.

This leads to our Ep being

Ep = �b �
P oldown + P

new
own

QoldD +QnewD

Now that the mathematical details have been laid out, what does it all
mean? We say that the demand for a good is elastic when the j%�QDj >
j%�Pownj or when j%�QDj

j%�Pownj > 1. We say that the demand for a good is

inelastic when j%�QDj < j%�Pownj or when j%�QDj
j%�Pownj < 1. In the rare case

when j%�QDj = j%�Pownj or j%�QDj
j%�Pownj = 1, we say that demand is unit elastic.

The elasticity for a good is primarily determined by the availability of substitutes
for the good. Goods that have many available substitutes are more elastic than
goods that have few substitutes. Graphically, the �atter (less steep) a demand
curve becomes the more elastic it becomes, until we reach a perfectly horizontal
demand curve which we call perfectly elastic. As the demand curve becomes
steeper it becomes more inelastic, until we reach a perfectly vertical demand
curve which we call perfectly inelastic.

7.1.1 Own-price elasticity and total revenue

Own-price elasticity can provide us with some information on how to increase
revenues. If a �rm is pricing its product on the elastic portion of the demand
curve, then there is an inverse relationship between price and total revenue (if
price increases then total revenue will decrease). This result occurs because the
percentage change in quantity is larger than the percentage change in price. If
the �rm is pricing its product on the inelastic portion of the demand curve, then
there is a direct relationship between price and total revenue (if price increases
then total revenue will increase). If price elasticity is unit (or unitary) elastic,
then there will be no change in revenue as the price and quantity changes o¤set
each other perfectly.
We can derive a simple relationship using marginal cost and elasticity to

determine the optimal pricing policy for a �rm. We know thatMR = @TR
@Q and
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that TR = P �Q. Then we have:

MR =
@TR

@Q

MR =
@ (P �Q)
@Q

MR = P +Q

�
@P

@Q

�
Now, multiplying the equation by P

P :

P

P
�MR =

P

P
� P + P � Q

P

�
@P

@Q

�
MR = P + P

�
1

"P

�
MR = P

�
1 +

1

"P

�
We know that MR = MC at the pro�t-maximizing quantity, so a simple sub-
stitution and rearranging gives us:

MC = P

�
1 +

1

"P

�
MC�
1 + 1

"P

� = P �

Thus, given marginal cost and elasticity we can calculate the pro�t-maximizing
price.

7.2 Income elasticity

Income elasticity, which we will denote "I , measures how responsive quantity
demanded is to a change in a consumer�s income (Y ). Technically, it is the
percentage change in quantity demanded in response to a percentage change in
income. Mathematically,

"I =
%�QD
%�Y

Or, plugging in Qnew
D �Qold

D

Qold
D

for %�QD and Y new�Y old

Y old for %�Y , we get:

"I =
QnewD �QoldD
Y new � Y old �

Y old

QoldD

Again, letting �QD = QnewD �QoldD and �Y = Y new � Y old, we have:
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"I =
�QD
�Y

� Y
old

QoldD

Now, suppose that our demand function is:

QD = a� bPown + cY

Again, �QD

�Y = @QD

@Y which with this demand function is c. Plugging that
result into our initial formula we get:

"I = c �
Y old

QoldD

Verbally, the income elasticity of a good is equal to the product of the
income to quantity demanded ratio and the coe¢ cient on income in the demand
function. It is important to note that c can be positive or negative, and that
the sign has important implications for the good as discussed below.

7.2.1 Normal and Inferior goods

The sign of the "I determines if the good is a normal good or an inferior good.
A normal good is a good with a positive "I . We call it normal because if income
increases then the quantity demanded of the good also increases. An inferior
good is a good with a negative "I . We call them inferior because as consumers
earn more income they shift away from these goods, which is contrary to what
we usually believe happens when consumers earn more income.

Classifying normal goods �cyclical and noncyclical If a good is a nor-
mal good we can classify it as either a cyclical good or a noncyclical good. A
noncyclical good is a good with an "I between 0 and 1. Consider electricity. If
you receive a moderate increase in your income you are unlikely to change your
electricity purchases given this change in income. Perhaps you will consume
a slight amount more, perhaps not. Because there is such a small change in
quantity demanded when your income rises, we classify goods such as electricity
as noncyclical goods. However, with even small to moderate increases in in-
come we may see large increases in quantity demanded of other items. Suppose
you receive a $15 per week raise and this causes you to increase the number of
times that you eat out per week to increase from 1 to 2. You have seen a 100%
increase in the amount of times you eat out per week even though you only had
a minor increase in income. This would be considered a cyclical good.6

It is possible for some goods to be both cyclical and noncyclical. With
these types of goods there would be some income level at which demand would
begin to decline at some level of income. A classic example in the US is
Ramen noodles. Many college students eat Ramen noodles because they are

6Other texts use the term "luxury good" in place of cyclical good, and "necessity" in place
of noncyclical good.
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fairly inexpensive. If their income increases slightly there may be an increase
in the amount of Ramen noodles that the students purchase; however, if they
graduate and get a large salary increase, it is unlikely that they purchase even
more Ramen noodles.

7.3 Cross-price elasticity of demand

Cross-price elasticity of demand, denoted "Px, measures how responsive quantity
demanded is to a change in the price of a di¤erent good

�
%�PB

�
. Technically,

it is the percentage change in quantity demanded in response to a percentage
change in the price of another good. Mathematically,

"Px =
%�QAD
%�PB

Using the same steps as above, we can �nd that:

"Px =
�QAD
�PB

� P
B;old

QA;oldD

Specify the demand function as:

QAD = a� bPown + cY + dPB

Again using that �Q
A
D

�PB =
@QA

D

@PB we have that
�QA

D

�PB = d in this example. Thus
we have the "Px elasticity in this example as:

"Px = d �
PB;old

QA;oldD

Verbally, the cross-price elasticity of a good is equal to the ratio of the price
of good B to the quantity demanded of good A times the coe¢ cient on the
price of good B in the demand function. It is important to note that d can be
positive or negative, and that the sign has important implications for the two
goods as discussed below.

7.3.1 Substitutes and Complements

The sign of the cross-price elasticity measure is important in determining which
goods are substitutes and which goods are complements. If the cross-price
elasticity between two goods is positive, then the two goods are substitutes.
The logic is that if the quantity demanded of one good increases when the price
of another good increases, consumers must be substituting away from the good
with the now relatively higher price by replacing purchases of the second good
with more purchases of the �rst good.
If the cross-price elasticity between two goods is negative, then the two goods

are complements. The logic is that if the quantity demanded of one good
decrease when the price of another good increases, consumers are responding
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to the price increase of the second good by cutting their purchases of the �rst
good. This implies that the goods are consumed together, which means that
they are complements.

7.4 Interpreting elasticities

The general form for interpreting elasticities is as follows: A 1% increase in (�ll
in dollar measure) will cause a X% (increase or decrease depending on the sign
of the elasticity) in the (�ll in quantity measure).
Suppose the "P = �0:6. This means that a 1% increase in the own-price of

the good will cause a 0:6% decrease in the quantity demanded of that good.
Suppose the "I = 1:4. This means that a 1% increase in the consumer�s

income will cause a 1:4% increase in the quantity demanded of that good.
Suppose the "Px = �1:5. This means that a 1% increase in the price of

good B will cause a 1:5% decrease in the quantity demanded of good A.
As you can see, they all follow the general form for interpreting elasticities

that is given above �you simply need to �ll in the correct dollar measure and
quantity measure.
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