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1. Normal Form Game.

1.1 Ingredients of the game.

Each normal form game has three ingredients

• players I = {1, 2, . . . , I};

• strategy sets Si for each i ∈ I;

• payoff functions ui : S1 × · · · × SI → R.

We define a normal-form game as a triplet Γ =< I, {Si}, {ui} >.

Example 1 [Prisoners’ Dilemma] Consider a 2x2 game:

e n

e 2, 2 −1, 3

n 3,−1 0, 0

Example 2 [Cournot Competition] There are 2 firms who choose how much to produce: qi ∈ R+. The

marginal cost of production is 0. Payoff function is

ui(qi, qj) = max{0, (a− q1 − q2) · q1}.

Example 3 [Auctions]. There are 2 players who simultaneously bid for an object. Player i values the

object as vi and valuations are common knowledge. Strategies are bids that is S1 = S2 = R+. There are

different types of auctions and therefore different payoff functions:

• In First-Price Auction (FPA) the person who submits the highest bid wins the auction and pays the

the highest, i.e. his own, bid:

ui(bi, bj) =


vi − bi if bi > bj

0 if bi < bj
1
2 (vi − bi) if bi = bj

. (1)

• In Second-Price Auction (SPA) the person who submits the highest bid wins the auction and pays the

the second-highest :

ui(bi, bj) =


vi − bj if bi > bj

0 if bi < bj
1
2 (vi − bi) if bi = bj

. (2)

We denote as s = (s1, . . . , sI) the strategy profile played by players and as s−i the strategy profile played

by all players except for player i.
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1.2 Nash Equilibrium

Definition 1 Strategy si ∈ Si is a best response against s−i if

ui(si, s−i) ≥ ui(s
′
i, s−i) ∀ s′i ∈ Si.

Alternatively, we say that si ∈ BRi(s−i) if

si ∈ arg max
si∈Si

ui(si, s−i).

Definition 2 Strategy profile s∗ is Nash Equilibrium of game Γ if s∗i ∈ BRi(s
∗
−i) for each player i.

In other words s∗ is a NE if for any s′i ∈ Si and any player i

ui(s
∗
i , s

∗
−i) ≥ ui(s

′
i, s

∗
−i).

There are many good things about NE, in particular,

• self-enforceability. If s∗ is a NE then it is self-enforced and, in particular, there is no reason to write a

contract. It is in each party’s best interest to play s∗i ;

• No regret After a player learns the outcome of the game he will not have regret about choosing the

wrong strategy.

• Existence NE tend to exist. In particular, it exists in every finite game.

For NE to exist we need expand the set of strategies to allow for randomization.

Definition 3 Mixed strategy σi is a probability distribution over set of pure strategies of player i, or formally

σi ∈ ∆(Si).

We denote as Σi the set of mixed strategies of player i; σi(si) as a probability that strategy si is played

when i plays σi. Then the probability of outcome s given mixed strategy profile σ is then σ(s) =
∏I

i=1 σi(si).

Payoff functions over mixed strategies are defined as follows:

ui(σi, σ−i) =
∑
s∈S

σ(s)ui(sis−i).

Despite these extension of strategy space the definition of NE is not changed.

Definition 4 A strategy profile σ∗ is NE if σ∗
i ∈ BRi(σ

∗
−i) for each player i.

Example [Mixed NE] Consider a 2x2 game:

I N

I 5, 5 −1, 0

N 0,−1 0, 0

In mixed-strategy NE each player plays I with probability 1/6. If we plot best-response correspondences we

can see that NE lie at the intersection of best-responses.

We can define the vector-valued best response correspondence BR(σ) as (BR1(σ−1), . . . , BRI(σ−I)).

Notice that then NE is just a fixed-point of BR(·).
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Definition 5 We say that point x ∈ X is a fixed-point of function f : X → X if f(x) = x.

A good thing about fixed-points is that they tend to exist (just like NE). In particular, we will use the

following Brouwer’s Fixed-Point Theorem.

Theorem 6 Let X be a non-empty convex and compact set and function f : X → X be a continuous

function. Then there exists point x such that f(x) = x.

Correspondence BR(·) is defined on the set Σ which is a compact. However, it is not a function since

there may be several strategies that are best response to opponent’s profile. Therefore to prove the existence

of NE we will follow John Nash and adjust BR(·) so that it becomes a function, yet its fixed-point is still

Nash Equilibrium.

Theorem 7 (John Nash, 1950) Every finite action game with finite number of players has at least one NE.

Proof. Consider the following function

βi(σ) = arg max
σ′
i∈Σi

{ui(σ
′
i, σ−i)− c||σ′

i − σi||2},

and denote the term inside the brackets as vi(σ
′
i, σ−i). First of all, function β(σ) = {βi(σ)}Ii=1 and Σ satisfy

Brouwer’s theorem. In particular, vi is strictly concave and so β is indeed a function. Therefore, there exists

σ∗ such that σ∗ = β(σ∗).

The next step is to show that σ∗ is a NE. Assume it is not. Then there exists σi such that ∆ =

ui(σi, σ
∗
−i)− ui(σ

∗
i , σ

∗
−i) > 0. Consider strategy στ

i = (1− τ)σ∗
i + τσi and notice that

vi(σ
τ
i , σ

∗
−i)− vi(σ

∗
i , σ

∗
−i) = τ∆− cτ2||σi − στ

i ||2 > 0,

where the last inequality holds when τ is small. Therefore βi(σ
τ
i ) > βi(σ

∗
i ) and so σ∗ ̸= β(σ∗).

Example (Guess a number game) Consider the following game: there are two players. Both players

should name a number from 1 to k. If ni = nj then player 1 pays 1$ to player 2, otherwise nothing happens.

In the problem set you are asked to find NE of this game. As the first step we’ll discuss in class whether

pure NE exists or not.

Example (All-pay auction) There are two bidders bidding for one object. They have the same

valuation v. Payoff function is

ui(bi, bj) =


v − bj if bi > bj

−bi if bi < bj
1
2vi − bi if bi = bj

. (3)

First, it is immediate to observe that there is no pure NE. We look for symmetric mixed-strategy NE,

and we assume that the support of σ∗
i is nice that is it is [v′i, v

′′
i ]. Inside this support the player should be

indifferent, that is his expected utility is constant.

Player i should be indifferent between any bi ∈ [v′i, v
′′
i ]. Therefore

vFj(bi)− bj ≡ ci ≥ 0,

where Fj specifies the mixed strategy of player j. If NE is symmetric then Fj = Fi and so vF ∗
i (bi)− bi = c

and so

F ∗
i (bi) =

c+ bi
v

.
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Plugging in bi = v′i and taking into account that F (v′i) = 0 we get 0 = c + v′i. Furthermore, v′i cannot

be positive since then c < 0 and player i would have a profitable deviation of bi = 0 and thus c = 0 = vi.

Plussing in bi = v′′i we get that v′′i + c = v and so v′′i = v. Therefore, players mix over the interval [0, v] with

uniform probability distribution given by Fi(b) = b/v. The seller’s expected revenue then is equal to v.

With I players the indifference condition becomes

v[F (bi)]
I−1 − bi ≡ ci.

By using the similar argument we have that ci = 0 and

F ∗
i (bi) =

(
bi
v

) 1
I−1

.

Intuitively with more bidders the probability that given player wins is smaller and so they bid less.

Example (SPA) The rules of the SPA were specified above. One can show that in this auction each

player will bid his own value and that, in fact, bidding your own value is a weakly dominant strategy.

Indeed, if b1 < v1 then three things can happen. If b2 < b1 then regardless of whether player 1 bids b1

or v1 he will win the auction and will pay the same amount which is b2. If b2 > v1 then player 1 loses the

auction regardless of the bid and so the payoff is the same. However, if b1 < b2 < v1 then player 1 would be

better with bid v1 rather than bid b1. Therefore, all bids below v1 are weakly dominated. Similarly, one can

show that all bids above v1 are also weakly dominated and, therefore, bidding your own value is a weakly

dominant strategy.

1.3 Correlated Equilibrium

Example. Consider the following game, called Battles of the Sexes:

O B

O 2, 1 0, 0

B 0, 0 1, 2

There are three Nash Equilibria: (O,O); (B,B) and the mixed NE where the row player plays O with

probability 1/3 and the column player plays O with probability 2/3. The equilibrium payoffs are (2, 1); (1, 2)

and (2/3, 2/3). However, we can achieve payoff (3/2, 3/2) if players flip the coin and decide to play O if

heads and B if tails. Most importantly, they will not unilaterally deviate from this plan.

Example. In the previous example, using randomization device led to payoffs that belong to the convex hull

of equilibrium payoffs. In general, it is fairly intuitive that by randomizing over equilibria we can achieve

any payoff within the convex hull of equilibrium payoffs. However, it is possible to do more than that.

L R

U 6, 6 2, 7

D 7, 2 0, 0

There are three NE: (U,R); (D,L) and the mixed NE (2/3U + 1/3D, 2/3L + 1/3R). The equilibrium

payoffs are (7, 2); (2, 7) and (14/3, 14/3).

Consider the following structure. There is a mediator who flips a three-sided coin. Each of the three sides

is assigned to one of the non-zero outcomes. The mediator does not reveal the realized side of the coin and
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just announce to each of the player the strategy that he supposed to play. If players follow the mediator’s

instructions then the expected payoff is (5, 5) which is outside (!) of the convex hull.

Let’s verify that players do follow the instructions. For example, if player 1 is instructed to play U , then

using Bayesian update he knows that player 2 will play L and R with equal probabilities. Then

EU1(U |U) =
1

2
6 +

1

2
2 = 4 > 3.5 =

1

2
7 +

1

2
0 = EU1(D|U),

where the first argument of the utility action is taken strategy and the second is the mediator’s suggestion.

We see that if the mediator suggests U player 1 will find it profitable to follow the suggestion.

Definition 8 The correlated strategy p(s) is a correlated equilibrium (CE) if for any player i∑
s∗−i

p(s∗−i|s∗i )ui(s
∗
i , s

∗
−i) ≥

∑
s∗−i

p(s∗−i|s∗i )ui(s
′
i, s

∗
−i)

Clearly, any NE is CE. Furthermore, as we mentioned above any payoff in the convex hull of equilibrium

payoff can be achieved by some CE.

2. Extensive Form Games

2.1 Basic definitions

Consider1 the game on Figure 1. It is fairly intuitive to understand the game. Formally, it is a bit trickier

since a game must have three ingredients we talked about: players, strategies and payoffs. The trickiest part

is to define strategies. b
�

�
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3, 3

Figure 1.

Definition 9 In an extensive form game a strategy for each player specifies an action for EACH information

set that belongs to player i.

Consistent with the definition above player 1 has 4 strategies: Ll, Lr,Rl and Rr. Notice that the first

two strategies seem to be redundant because L ends the game and the second information set of player 1

is never reached. Why do we bother to specify the action there? Because, if you don’t do that you

lose points on the mid-term! The reason is that the action that player 1 takes at the first node should

depend on players 2’s move which in turn depends on what player 2 thinks player 1 will do at the second

node. Thus, while after L nothing else is observed both players must have beliefs about what happens in

the second note and this is why we specify the strategy have to specify it.

1Perhaps, I need to insert the actual definition of trees, decision nodes and so on.
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Given that we can define strategies (and, of course, players and payoffs) we can write an extensive-form

game as a normal-form game and can use our dearly beloved NE to solve it.

R L

Rr 3, 3 1, 2

Rl 2, 1 1, 2

Lr 2, 1 2, 1

Ll 2, 1 2, 1

There are three NE in this game: (Rr,R); (Lr,L) and (Ll, L). Surprisingly enough some of these NE

are weird when put in the original extensive-game context. For example, (Ll, L) is weird because if player

1 would have a chance to move in the second decision node he would never pick r. Therefore l is a stupid

belief. It does fine in NE because it has no effect on the payoffs, but (to repeat) is strange in the original

game.

Definition 10 A subgame is a part of a game that meets the following criteria:

• It originates with a single node;

• It contains all the successors of all the nodes it contains;

• All nodes within an information set should be included into the subgame.

Definition 11 A Subgame-Perfect Equilibirum is an equilibrium that generates NE in every subgame.

A standard way to find SPEs is by using Backward Induction. Applying it to our game we have that the

only SPE is (Rr,R).

2.2 Rubinstein Sequential Bargaining Game

There are 2 players who are trying to divide the pie. They divide the pie according to the following procedure.

There are T rounds. In the first round, P1 is a proposer who makes an offer (s, 1− s) to P2. Here s is the

share of the pie for P1 and 1 − s is the share for P2. P2 can reject or accept the offer. In the latter case

the game ends. In the former case the game goes into the second round where P2 becomes the proposer

and P1 becomes a responder. If in round T the offer is rejected both players get 0. The main catch is that

waiting is costly. If the agreement is not reached in period t then in period t+ 1 the pie shrinks by δ. That

is Sizet+1 = δ · Sizet.
Period P R Size

T 1 0 δT−1

T − 1 1− δ δ δT−2

T − 2 1− δ + δ2 δ(1− δ) δT−3

T − 2
1 + δ3

1 + δ

δ − δ3

1 + δ
δT−3

T − 3 1− δ
1 + δ3

1 + δ

1 + δ3

1 + δ
δ δT−4

. . .

Remark 1 I know that we just solved this game but I never specified equilibrium strategies that bring us this

solution. What are they?
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We can proceed like that to the first period. When T is odd the proposer gets
1 + δT

1 + δ
and the responder

gets
δ − δT

1 + δ
. When T is even the proposer gets

1− δT

1 + δ
and the responder gets

δ + δT

1 + δ
. As T → ∞ players’

payoffs converge to

(
1

1 + δ
,

δ

1 + δ

)
. When δ → 1 these payoffs converge to the equal split. However,

of course, we cannot just send T to infinity because we cannot use backward induction for infinite game.

Therefore we need another approach.

Let sl and sh be the lowest and highest payoffs that the proposer can receive in equilibrium. Obviously,

sl ≤ sh. Furthermore,

sh ≤ 1− δsl.

The reason is that today’s responder will be the proposer tomorrow and will at least sl. Therefore, he will

reject anything that gives him less than δsl and so sh ≤ 1− δsl. Similarly,

sl ≥ 1− δsh.

This is because the today’s responder will receive at most sh tomorrow and so there is no need to offer him

anything more than δsh. Adding the two inequalities we get

sh ≤ sl,

which means that sh = sl. Furthermore,

1− δsh ≤ sl ≤ sh ≤ 1− δsl =⇒ 1− δsh = sl = sh = 1− δsl,

since sl = sh and thus s =
1

1 + δ
. The equilibrium strategy that supports this payoff is the one where the

proposer offers s every period and the responder rejects anything that gives him less than 1− s and accepts

everything greater than 1− s.

3. Repeated Games

3.1 Finitely Repeated Games.

Consider a normal-form game Γ = {I, S, u} that we will call a stage game. We denote Γ(T ) as a game where

the stage game Γ is repeated T ≤ ∞ times. We assume that at the end of each period all players observe

the outcome of the stage game.

The three ingredients of Γ(T ) are as follows:

• set of players is the same;

• Let Ht =
(∏I

i=1 Si

)t+1

that is Ht is the set of all possible histories from period 0 to t. Then the

strategy for player i is the following object: {sti : Ht−1 → Si}Tt=0 Putting it simply at each period t

for each possible history up to period t − 1 the strategy of the repeated game specifies a stage game

action that should be played by player i.

• Player i’s payoff is

T∑
t=0

ui(s
t
i, s

t
−i) if the game is finite.
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• Player i’s payoff is
∞∑
t=0

δtui(s
t
i, s

t
−i) if the game is infinite.

Example: When we play the same game several times does it change the set of equilibria. Well, it

should, however, first let’s look at finitely repeated PD:

C D

C 2, 2 −1, 3

D 3,−1 0, 0

When the game is finite we can use backward induction. In the last period both players will play (D,D)

for every possible history. This is because D is a dominant strategy for both players. Given that in period

T outcome (D,D) is played after each history there is no reason to play anything else but (D,D) in period

T −1, and so on. Therefore in finitely repeated Prisoner’s Dilemma there is a unique SPE where both players

play (D,D) after every (!) history.

Example: Consider now the following stage-game that is played 2 times:

A B C

A 4, 4 2, 5 0, 0

B 5, 2 3, 3 0, 0

C 0, 0 0, 0 1, 1

The stage game has two NE which are (B,B) and (C,C). Outcome (A,A) Pareto-dominates both NE,

however, it is not a NE. It is possible that there exists an SPE of Γ(2) where (A,A) is played in the first

period. The idea is as follows. For any subgame-perfect profile only NE can be played in the last period.

Therefore, in t = 2 two outcomes are possible (B,B) and (C,C). We can use the former as a reward for

good behavior, i.e. when players play (A,A) in t = 1, and the latter as a reward for bad behavior.

An equilibrium strategy profile therefore would be:

s1 =


A, t = 1

B, t = 2 and (A,A) was played in t = 1

C for any other history

(4)

and

s2 =


A, t = 1

B, t = 2 and (A,A) was played in t = 1

C for any other history

(5)

To see that this is an SPE we need to check all possible subgames. There are 10 subgames: 9 subgames for

the second period and one subgame-that coincides with the entire game. For the second period subgames

(s1, s2) generates NE. As for the entire game the payoff matrix consists of a stage payoff and the continuation

value:

A B C

A 4(+3), 4(+3) 2(+1), 5(+1) 0(+1), 0(+1)

B 5(+1), 2(+1) 3(+1), 3(+1) 0(+1), 0(+1)

C 0(+1), 0(+1) 0(+1), 0(+1) 1(+1), 1(+1)
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In this game (A,A) is indeed a NE.

3.2 Infinitely Repeated Games. One-shot Deviation Principle.

In general, when speaking about infinite [or very large] games, it seems like a very daunting task to check if a

particular strategy profile is an SPE. There are just too many subgames and too many possible deviations to

check for. Luckily a guy named One-Shot invented One-Shot Deviation Principle that considerably simplifies

the task.

Definition 12 Take a strategy profile s∗. One-shot deviation s′i from s∗i is a strategy that differs from s′i at

one information set only.

Proposition 13 Take a strategy profile s∗. If for every subgame for every player i there is no unilateral

profitable one-shot deviation then s∗ is an SPE. In other words, there is no player i who can gain by deviating

from s∗i in a single information set and conforming to s∗i thereafter, while all other players stick to s∗−i.

Proof. One way is obvious. If s is an SPE then there are no profitable deviations including one-shot

deviations. Let’s prove the opposite for a finite game. Take a node x0 that generates subgame where

profitable deviations exist. Assume that none of them is one-shot deviation. Let s′ be a profitable deviation

so that ui(s
∗, x0) < ui(s

′, x0). When player i follows s′ and the rest follow s∗−i the play will go through nodes

x0, . . . , xn. In particular, it means that to generate a profitable deviation from s∗ it is enough to deviate at

these nodes.

Let ai be a strategy that chooses xj+1 at xj for all j between 0 and i, and coincides with si everywhere

else. Then u(s′, x0) = u(an−1, x0) > u(s, x0). Furthermore, starting from point xn−1 strategy an−2 coincides

with s and the strategy an−1 is a one-shot deviation from s. Since there are no profitable one-shot deviations

it must be the case that u(an−2, xn−1) = u(s, xn−1) ≥ U(an−1, xn−1). Since an−2 and an−1 share the same

nodes up to xn−1, it cannot be the case that

u(an−2, x0) < u(an−1, x0),

as that would mean that node xn is reached (as the only where there is a difference in actions) and we know

that after xn the action according to an does worse than according to an−1. Therefore

u(an−2, x0) ≥ u(an−1, x0),

which together with u(an−1, x0) > u(s, x0) means that

u(an−2, x0) ≥ u(s, x0).

Unraveling this logic we will eventually reach x0 and strategy a0, which is one-shot deviation from s yet it

brings a higher profit. Contradiction.

As for the infinite games as long as the future does not matter much the same result holds. Does not

matter much means that for each path y there exists sufficiently large N such that if two paths diverge at

n ≥ N then the payoffs differ by less than ε. For example, this holds for repeated games with discounting

as long as δ < 1.

Example: Consider infinitely repeated PD and the following strategy profile:

s1 = s2 =


C, t = 1

C, t > 1 if (C,C) was played for any s < t

D, otherwise

(6)
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According to one-step deviation principle we only need to check one-step deviations but after every

subgame. Notice, that given our strategy profile all subgames can be divided into two groups: those that

follow cooperation history and everything else.

Consider player 1 in the subgame that follows the cooperation history. Player 1 will not deviate if and

only if

2 + 2δ + 2δ2 + · · · ≥ 3 + 0 + 0 + . . . ⇐⇒ δ ≥ 1

3.

Consider the subgame that follows the history where somebody defected at least once. Then player 1 will

not deviate if and only if

0 + 0δ + 0δ2 + · · · ≥ −1 + 0 + 0 + . . . ,

which holds for every δ. Therefore the strategy profile specified above is SPE whenever players are sufficiently

patient so that δ ≥ 1/3.

The strategies in the example above is called grim-trigger strategy, since it involves the harshest possible

punishment for the slightest deviation. There are strategy profiles that might induce cooperation that you

will consider in the home work. One example is grim-trigger with finite punishment. The second example

is tit-for-tat, where players play C in the first period and then period t they repeat the opponent’s period

t− 1 action. In the homework you are asked to check whether tit-for-tat is an SPE or not.

3.3 Folk Theorem

In the previous section we showed that it is possible to generate incentives for cooperative behavior even

though it is strictly dominated in the stage game. The reason is that we can reward “good” behavior by

high cooperative payoffs and punish “bad” behavior by lower NE payoff. Therefore our ability to generate

different equilibria crucially depends on how hard we can punish the deviators. The harshest punishment,

or the lowest payoff, that we can inflict on players is their minmax payoff, or

vi = min
s−i

max
si

ui(si, s−i).

Intuitively no matter what the other players are doing player i can always guarantee to himself the minmax

payoff.

In Prisoner’s Dilemma, for example, the minmax payoff is 0. This means that there is no SPE that gives

a negative payoff to one of the players. The reason is that such a player could deviate and play D for ever,

which would guarantee non-negative payoff.

The Folk Theorem generalizes this observation and states that for every feasible payoff vector v such that

∀i vi > vi there exists an SPE with equilibrium payoff equal to v. The payoff vector is feasible if it belongs

to the convex hull of the game pure strategy payoffs.

There are many version of the folk theorem but we will only prove the two-player version and only for

payoff vectors attainable in pure strategies.

Theorem 14 Consider a two-player finite stage game Γ. Let v be a payoff vector attainable in pure strategies

and such that vi > v for every i. Then there exists δ0 such that for any δ > δ0 there exists an SPE that

yields payoff v.

Proof. Let a be a strategy profile that generates v in the stage game, and let âi be a strategy that minmaxes

j in the stage game, or in other words âi = argminai maxaj ui(ai, aj). Let’s try to construct something that

10



is similar to the grim-trigger strategy. Consider the following strategy:

si =


ai t = 0

ai if ht = (a, . . . , a)

âi otherwise

(7)

Consider first on-equilibrium path. Let M be the highest possible payoff that can be obtained in the

stage game. Then player i will not deviate if

v +
δ

1− δ
v ≥ M +

δ

1− δ
vi,

which holds when

δ ≥ M − vi
M − vi

.

Notice by the way that since vi > vi the RHS is less than one, and so indeed sufficiently patient players will

not deviate.

Let’s look at the punishment phase. Here we run into a trouble. The reason is that when player i plays

âi to minmax player j it is possible that i’s payoff will be less than vi. Indeed, let’s look at the following

game:

L R

T −7,−10 1,−2

B −5, 0 3, 0

In this game v1 = −5 and v2 = −2. When both players minmax each other the payoff of player 1 is -7 which

is less than v1. Clearly, then player 1 will refuse to punish and deviate. More formally, if ui(âi, âj) < vi then

player i has a profitable deviation of playing best response to âj and getting payoff of vi and then return to

âi.

The main lesson from here is that in addition to providing incentives for “good” behavior we also need to

provide incentives for punishment. In particular, punishment cannot be too severe. We adjust our strategy

as follows.

si =


ai t = 0

ai if nobody deviated for the last L rounds

âi otherwise

(8)

In the rewarding phase players will not deviate if

vi +
δ

1− δ
vi ≥ M + δvi + · · ·+ δLvi + δL+1vi + . . . ,

we can rewrite it as

(vi − vi)
δ − δL

1− δ
≥ M − vi. (9)

As L gets large the fraction on the LHS can be made arbitrarily close to δ/(1 − δ), which can be made

arbitrarily large when δ is sufficiently close to 1.

Now checking the punishment phase. Let v′i = ui(âi, âj). Player i will have the strongest incentives

to deviate at the first period of the punishment phase. Therefore, if we ensure that such deviation is not

profitable in the first period it won’t be profitable in all later periods of the punishment phase. The deviation

in the first period of the punishment phase is not profitable if

v′i + δv′i + · · ·+ δL−1v′i +
δL

1− δ
vi ≥ vi + δv′i + · · ·+ δLv′i +

δL+1

1− δ
vi,
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which can be re-written as

v′i + δLvi ≥ vi + δLv′i.

This inequality holds when

1 > δ ≥ L

√
vi − v′i
vi − v′i

(10)

Therefore we proved that if players are sufficiently patient so that their discount coefficients satisfy (9)

and (10) then there exists SPE that generates payoff vector v.

Example. Consider now a three player game where each player has two strategies A or B. Everyone receives

a payoff of 1 if all three players choose the same strategy and otherwise everyone receives payoff of 0. The

minmax payoffs in this game are (0,0,0). However, in this game three players cannot mutually minmax

others and as a result the folk theorem does not work. In particular, we can see that for every (mixed)

strategy profile there always a player who can guarantee to himself a payoff of at least 1/4. As a result it is

impossible to generate an SPE with payoffs less than 1/4, even though they would be individually rational,

i.e. higher than minmax payoffs.

More formally, since the game is symmetric equilibrium payoffs of all players will be the same. Let

v1 = v2 = v3 = v. Let v∗ be the lowest equilibrium payoff. Then for every SPE payoff v it should be the

case that

v ≥ 1

4
(1− δ) + δv∗,

where the expression on the right hand side is the lower bound of what player 1 can get by deviation. Since

it holds for every equilibrium payoff it should also hold for v∗ in which case we get that v∗ ≥ 1/4.

The reason why the folk theorem fails here is that it is impossible for players to mutually minmax each

other. For example, if player 1 is minmaxed then players 2 and 3 are not and so they can deviate and

receive a payoff which is higher then a minmax payoff. The second problem is that it is impossible to punish

a specific player since payoffs are equal. Generally, speaking it is usually possible to design player-specific

punishment and when it is the case the folk theorem holds.

4. Incomplete Information. Bayesian Games.

4.1 Definitions

The games we considered so far were games with complete information in a sense that all three ingredients of

the game were common knowledge. Most importantly payoffs were common knowledge. Now we are going to

relax this assumption and assume that payoffs are not common knowledge. We will capture the uncertainty

about payoffs by introducing players’ types.

Definition 15 Bayesian games are defined by the following primitives:

• Players 1, . . . , I;

• Types T = T1 × · · · × TI ;

• Probability distribution over T , p(t) ∈ ∆(T );

• Actions A = A1 × · · · ×AI ;

• Payoff functions gi(a, t) : A× T → R.

12



In order to make Bayesian game to be a game we need to have strategies and payoffs (which are different

from payoff functions!).

Definition 16 Strategies and payoffs in Bayesian games are defined as follows:

• Strategy in Bayesian game is a function si : Ti → Ai

• Payoff is

ui(si, s−i) =
∑
t∈T

p(t)gi(t, si(ti), s−i(t−i)).

As soon as we have standard ingredients we can immediately use the definition of Nash Equilibrium,

which for Bayesian games is called a Bayesian Nash Equilibrium.

Definition 17 A strategy profile s is a BNE if for every player i

ui(si, s−i) ≥ ui(s
′
i, s−i).

The timing in Bayesian games is as follows.

• Nature determines t given p(t);

• Players learn their types;

• Players take actions;

• Players receive payoffs.

The definition of the payoff above is given from the ex-ante perspective, which is when players do not

know their own types yet. However, we can also define the payoffs from the interim perspective, which is

when players learn their types. In this case

ui(ti, si, s−i) =
∑
t−i

p(t−i|ti)gi(ti, t−i, si(ti), s−i(t−i)),

and now we also define an interim BNE.

Definition 18 A strategy profile s is an interim BNE if for every player i, every type vector t and every

action ai ∑
t−i

p(t−i|ti)gi(t, si(ti), s−i(t−i)) ≥
∑
t−i

p(t−i|ti)gi(t, ai, s−i(t−i)). (11)

Theorem 19 Every ex-ante BNE is an interim BNE and vice versa.

Proof. First, we prove that interim means ex-ante. In (11) multiply both sides by p(ti) and then we get

that ∑
t−i

p(ti, t−i)gi(t, si(ti), s−i(t−i)) ≥
∑
t−i

p(t)gi(t, ai, s−i(t−i))

holds for every ti. Sum the above for all ti we get∑
t

p(t)gi(t, si(ti), s−i(t−i)) ≥
∑
t

p(t)gi(t, s
′
i(ti), s−i(t−i)).

And therefore it is an ex-ante equilibrium as well.

13



Now assume that s is an ex-ante BNE but not an interim. Then ∃i ∃t′i ∃ai such that∑
t−i

p(t−i|t′i)gi(t, si(t′i), s−i(t−i)) <
∑
t−i

p(t−i|t′i)gi(t, ai, s−i(t−i)).

Consider strategy si such that

s′i =

{
ai if ti = t′i
si(ti) otherwise

Then the interim payoff for any type other than t′i will be equal to the equilibrium payoff and the interim

payoff for t′i is higher. By summing it up for all ti we get

ui(si, s−i) < ui(s
′
i, s−i),

and therefore s was not an ex-ante BNE either.

Consider the following example of Cournot game. There are 2 firms, T1 = {c1} and T2 = {cL, cH}.
Assume that p(cH) = θ. Actions are positive real numbers, Ai = [0,+∞). Clearly, S1 = A1 and S2 = R2

+.

Payoff function for player 1 is g1(t1, t2, q1, q2) = (a−q1−q2)q1−c1q1. Payoff function for player 2 depends on

his type and so we have g2(t1, cL, q1, q2) = (a− q1− q2)q2− cLq2 for the low-cost type and g2(t1, cH , q1, q2) =

(a− q1 − q2)q2 − cHq2 for the high-cost type.

We want to solve for BNE. It is easier to start from firm 2 perspective since there is no uncertainty about

firm 1’s type. The best response of firm 2 to q1 when it has low-cost is

qL = q2(q1, cL) =
a− q1 − cL

2
,

and when it has high cost it is

qH = q2(q1, cL) =
a− q1 − cH

2
.

Best Response of Firm 1 given (qL, qH) is determined as a solution to the following maximization problem

max
q1

θ(a− qH − q1 − c1)q1 + (1− θ)(a− qL − q1 − c1)q1,

and we get that

q1(qL, qH) =
1

2
[a− c1 − θqH − (1− θ)qL].

Solving these three equations we get that

q∗1 =
a− 2c1 + θcH + (1− θ)cL

3

q∗2(cH) =
a− 2cH + c1

3
+

1− θ

6
(cH − cL)

q∗2(cL) =
a− 2cL + c1

3
− θ

6
(cH − cL)

4.2 First-Price Auction

Consider the first-price sealed bid auction for an object. Bidders simultaneously submit their bids and the

person with the highest bid gets the object. The winner pays the first highest bid which is, of course, his

own bid.
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We considered auctions before, however, we assumed that valuations of the object are common knowledge.

Now we relax this assumption and assume that other players do not know vi, however, they do know that it

is distributed with cdf F (·).
This is a Bayesian game. Players are bidders, their types are their values, the distribution over types is

given by F (·), actions are bids and payoff functions are

gi(vi, bi, b−i) =


vi − bi if bi > maxj ̸=i bj
1

K
(vi − bi) if there are K highest bidders

0 otherwise

Strategy is a bidding function that specifies agents’ bids given each value realization. When i’s bidder

has value vi the optimal bid should maximize i’s expected utility which is

max
bi

Prob(bi > max
j ̸=i

bj(vj))(vi − bi).

We will focus on symmetric equilibrium where all bidders use the same bidding function, and furthermore,

we assume that the bidding functions are increasing. In the Problem Set you are asked to verify that this is

indeed the case in every symmetric equilibrium.

Given that bidders’ values are independently distributed the probability that i’s bid is the highest is

equal to

Prob(bi > max
j ̸=i

bj(vj)) =
∏
j ̸=i

Prob(bi > b(vj)) =
∏
j ̸=i

Prob(b−1(bi) > vj) = F I−1(b−1(bi)).

Where the second inequality follows from the fact that bidding functions are increasing and so the inverse

exists. Thus i’s maximization problem is

max
bi

F I−1(b−1(bi))(vi − bi).

The FOC is

(vi − bi)(I − 1)F I−2(b−1(bi)) · f(b−1(bi)) ·
∂b−1(bi)

∂bi
− F I−1(b−1(bi)) = 0.

Since the equilibrium is symmetric it has to be the case that player i also follows the bidding strategy b(·)
and there bi = b(vi) should satisfy the FOC. Using that and the formula for the derivative of the inverse

function we get

(vi − bi)(I − 1)F I−2(vi) · f(vi)− b′(vi)F
I−1(vi) = 0.

This gives us the differential equation that determines the bidding function. Notice that

vi(I − 1)F I−2(vi)f(vi) = (I − 1)F I−2(vi)f(vi)b(vi) + b′(vi)F
I−1(vi) = [F I−1(vi)b(vi)]

′.

Using integration by parts for the LHS and taking into account that b(0) = 0 we get that

viF
I−1(vi)−

∫ vi

0

F I−1(s)ds = F I−1(vi)b(vi),

and so

b(vi) = vi −
∫ vi

0

F I−1(s)

F I−1(vi)
ds.

We wee that not surprisingly b(vi) < vi that is bidders shade their values. When the cdf is uniform the

bidding function becomes

b(v) =
I − 1

I
v,

that is as the number of bidders increase they bid more aggressively. In fact, as I → ∞ the bids would

converge to the valuation.
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4.3 Double Auction

Consider a setting with a seller who has an object and a potential buyer who can purchase the object. The

seller’s valuation is s and the buyer’s valuation is b. Both valuations are uniformly distributed on [0, 1]. We

assume that the seller and buyer both quote prices, ps and pb, and if ps ≤ pb then the trade occurs. We

assume that the trade occurs at the average of seller’s and buyer’s prices.

To keep things simple we will look for an equilibrium in linear strategies. Assume that the buyer’s strategy

is pb = ab + cbb and seller’s strategy is ps = as + css. First we look at buyer’s maximization problem. The

trade occurs when pb ≥ ps = as + css so that when s ≤ pb − as
cs

. Therefore we can write the maximization

problem as

max
pb

∫ pb−as
cs

0

(
b− pb + as + css

2

)
ds

Taking the FOC with respect to pb we get that

pb =
2

3
b+

1

3
as;

This tells us that cb = 2/3 and ab = as/3.

From the seller’s point of view the trade will occur when ps ≤ pb = ab + cbb that is when b ≥ ps−ab

cb
. The

maximization problem then becomes

max
ps

∫ 1

ps−ab
cb

(
ps + ab + cbb

2
− s

)
db.

Taking the FOC with respect to ps we get that

ps =
2

3
s+

1

3
(ab + cb).

Therefore cs = 2/3 and we can now solve for as and ab. The buyer’s and seller’s strategies are

pb(b) =
2

3
b+

1

12

ps(s) =
2

3
s+

1

4

The trade occurs when b ≥ s+1/4, which means that there is a region where it would be efficient to trade

yet the trade does not happen. In particular, this have a very important implication. The Coase theorem,

which claims, informally, that bargaining will produce efficient resource allocation every time there is a po-

tential gain from trade is incorrect. The difference is that the Coase theorem assumes complete information,

so the agents who are bargaining know the value of the other agent. When there is incomplete information

about values, agents behave strategically and try to gain a payoff advantage from their information advan-

tage. This results in situations where potential gains from trade are not realized. In fact, Myerson and

Satterthwaite showed that in the uniform valuation case, the linear equilibrium which we have just found

produces the largest possible gains from trade.

The gains from trade can be calculated as∫ 3/4

0

∫
1/4+s

1

(
b− pb(b) + ps(s)

2

)
dbds =

9

128
.

As an exercise you can calculate the gains from trade for the seller.
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5. Dynamic Games of Incomplete Information

5.1 Weak Perfect Bayesian Equilibrium

Consider the following game:
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Its matrix representation is

F A

Out 0, 2 0, 2

In1 −1,−1 3, 0

In2 −1,−1 2, 1

For this game all NE coincide with SPE because there is only 1 game. The two NE are (Out, F ) and

(In1, A). The former is a weird NE because if the entrant would calculate the incumbent’s expected payoff

he would infer that incumbent is not going to play F after any In and therefore there is no reason to stay

out.

Now we will derive an approach that further refines set of possible equilibria. We let µ denote a belief

system so that µh(x) is a probability that player who moves at information set h, say i, is at node x. For

a moment it is a subjective probability that player i assigns to being at point x. Clearly, the immediate

restriction is that
∑

x∈h µh(x) = 1.

Definition 20 A strategy profile σ is sequentially rational with respect to µ if for every player i and every

information set h strategy σi maximizes expected utility of i given µ and σ−i.

Definition 21 A belief system µ is consistent with strategy profile σ, if at each information set that is

reached (!) given σ beliefs µh are generated by the Bayes rule

µh(x|σ) =
Prob(x|σ)∑

x′∈h Prob(x′|σ)
.

As you see the first definition puts restrictions on µ given σ and the second definition puts restrictions

on σ given µ. When both of these conditions are satisfied we are going to have an equilibrium.

Definition 22 A pair (σ, µ) is a weak PBE if

i) µ is consistent with σ;

ii) σ is sequentially rational given µ.

In the end of the day we are usually interested in σ since this is what we can observe. Therefore, one

more definition:

Definition 23 Strategy profile σ is a weak PBE profile if there exists µ such that (σ, µ) is a wPBE.

17



Back to our example. Which of the two NE that we found are wPBE? Start with (In1, A). The belief

system consistent with it is (1, 0). The strategy profile (In1, A) is rational given (1, 0). Indeed, for player 2

it is optimal to play A and for player 1 it is optimal to play In1.

Now we look at the second NE (Out, F ). For this strategy profile every (!) belief system (p, 1 − p) is

consistent with it. Can we find any that would rationalize (Out, F ). Well EU2(F ) = −1 for any p, and

EU2(A) = 1− p. Therefore EU2(A) > EU2(F ) for any belief system p and so (Out, F ) cannot be a part of

the wPBE.

5.2 Sequential Equilibrium. Relation between wPBE, SPE and SE.

Consider the following game:
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r 0, 5, 2, 0
r 0, 2, 0, 2

Figure 2. The main example for wPBE and SE.

Using the backward induction we can find the SPE. The last subgame is matching pennies and so both

players 3 and 4 mix U and D with probability 1/2. Using the backward induction we get the following

shorter game: in which player 2 will play U and therefore player 1 will play U as well. Therefore, the only

b������
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1

U

D

r

r 1, 9, 0, 0

r�����

HHHHH

2
U

D

r 2, 3, 0, 0
r 0, 2, 1, 1

SPE of this game is (U,U, (1/2, 1/2), (1/2, 1/2)).

We can verify that this SPE is also a wPBE. Indeed, the information set is not reached and so P4’s

beliefs can be anything (p, 1 − p). However, in order for player to mix the only belief system is (1/2, 1/2).

Otherwise player 4 will never mix. The rest players do not have information sets and the fact that their

actions are sequentially rational will follow from the fact that our strategy profile is NE.

This, however, is not the unique wPBE. Consider the strategy profile σ = (D,D,D, (1/2, 1/2)) and check

whether it’s sequentially rational or not. Again the information set is not reached and therefore any belief

system would be consistent with σ. However, given the strategy of the 4’s player µ = (1/2, 1/2). As for the

rest of the players P3 is indifferent given P4’s mix and so D is rational. Player 2 will get 3 from U and 3.5
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from D so again D is optimal. Finally player 1 gets 1 from D and 0 from U . Therefore (D,D,D, (1/2, 1/2))

together with µ = (1/2, 1/2) is a wPBE. The weird thing about it is? Player 3 plays D and therefore player

4’s beliefs are strange.

The problem with wPBE and this is why it’s called weak is that it does not put any restrictions on the

beliefs for information sets that are not reached. The way to deal with this problem is to treat strategy

profiles that do not reach some information sets as limit cases of strategy profiles with full support (for which

all information sets would be reached with positive probability).

Definition 24 Belief system µ is fully consistent with σ if there exists a sequence of strategy profiles with

full support {σk}∞k=1 such that σk → σ and µk → µ, where µk is the belief system that is consistent with σk.

If we use the fully consistency instead of just consistency we end up with sequential equilibrium.

Definition 25 A pair (σ, µ) is a sequential equilibrium if

i) µ is fully consistent with σ;

ii) σ is sequential with respect to µ.

Let’s verify whether the wPBE equilibrium (D,D,D, (1/2, 1/2)) is SE. Perturb the equilibrium strategy

with small probability εki where i stands for the player. In particular, then player 4 plays U and D with

probabilities (1/2 + εk4 , 1/2− εk4).

We can calculate the system of beliefs that is consistent with σk.

Prob(U,D,U) =
ε1(1− ε2)ε3

ε1(1− ε2)ε3 + ε1(1− ε2)(1− ε3)
= ε3 → 0

So the only belief system that is fully consistent with (D,D,D, (1/2, 1/2)) is µ = (0, 1). But given this

belief player 4 would deviate and play D. And therefore the profile above is not the sequential equilibrium.

Overall the relationship between the four concepts that we learned is as follows:

• SPE, wPBE and SE are always NE;

• SE is SPE and wPBE;

• SPE does not mean wPBE, wPBE does not mean SPE.

5.3 Signaling Games

Up until now we did not really have any incomplete information. Now we will apply the concepts developed

in the previous section to the games where incomplete information is actually present. The first example,

will be signaling games.

There are 2 players sender (S) and receiver (R). The sender sends a message m ∈ M and the receiver

receives m and decides about action a ∈ A. T is a set of types of S. The strategy for the sender is

m(t) : T → M and the strategy for the receiver is a(m) : M → A. There is some prior about type

distributions and after the receiver gets the message he updates this prior. Let µ(t|m) be the updated

probability that S has type t given message m. The equilibrium in this model is defined in a standard way

(cf. the formal definition):

• everyone chooses optimal strategy given their beliefs;

• beliefs are correct given agents’ strategies.
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Therefore the sender chooses m(t) so that

m(t) = argmax
m

US(a(m),m, t),

the receiver chooses a(m) so that

a(m) = argmax
∑
t

µ(t|m)UR(a,m, t)

and

µ(t|m) =
p(t)∑

t′:m(t′)=mp(t′)

p(t′)
.

In the last equality I had perhaps a slightly confusing notations with m(·) being sender’s strategy, that is a

function of type and m being a particular message that is an element of M .

Consider the following game:
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We can think of two types of pure-strategy equilibria: separating equilibrium and pooling equilibrium.

The former means that different types send different messages and the latter means that different types send

the same messages.

First, we check for separating equilibria.

• m(t1) = L and m(t2) = R. Beliefs consistent with this play are µ(A|L) = 1 and µ(D|R) = 1. Therefore

for receiver it is optimal a(L) = u and a(R) = d. Now check whether sender’s strategy is optimal given

the receiver’s strategy. The answer is no because t2 will deviate and play L. Therefore this is not an

equilibrium.

• m(t1) = R and m(t2) = L. Beliefs consistent with this play are µ(C|L) = 1 and µ(B|R) = 1. Therefore

for receiver it is optimal a(L) = u and a(R) = u. Given this receiver’s strategy we see that sender’s

strategy is also optimal. This is an equilibrium.

Checking for pooling equilibria:

• Both types play L. The consistent beliefs for the left information set are (1/2, 1/2). For the right

information set it can be anything since it’s not reached. In the left information set the receiver will

play u. If the
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it’s not an equilibrium. If the receiver plays d in the right information set then nobody deviates.

The only thing left is to find beliefs that would justify playing d in the right information set. Any

µ(B|R) ≤ 2/3 will satisfy that.

• Both types play R cannot be equilibrium. You can verify that it is not an wPBE. Notice, however,

that [(R,R), (d, d)] is a NE.

6. Economics of Information

6.1 Simple adverse selection models. Lemon Market.

One of the fundamental results in economics are welfare theorems that claim that under certain assumptions

the market equilibrium is Pareto efficient outcome and in this sense is optimal. One of the assumptions

needed for this result to hold is symmetric information which clearly does not hold in real life. For example,

you as a buyer might have inferior knowledge about the product quality as compared to the seller. A simple

illustration to that is a classical model of lemon market.

There are two types of cars: high- and low-quality cars. Buyers value high-quality cars as vh and low-

quality as vl. We assume that vh > vl and that ch > cl that is it is costlier to produce a good car. We also

assume that

vh > ch > cl > vl,

that is it is efficient to sell high-quality cars and inefficient cars should not be even produced.

Let α be a share of h-cars. We assume that

ch > (1− α)vl + αvh > (1− α)cl + αch.

The latter inequality means that there is ex-ante gain from trade. The former means that when buyers

are uncertain about the car quality it is not profitable for h-sellers to sell their cars.

Proposition 26 Under perfect information only high-quality cars are sold.

Proof. This statement is so obvious I can’t believe you are actually reading the proof. It is absolutely

straightforward and immediately follows from the assumptions that we made. So stop reading. There.

Proposition 27 When buyers cannot observe car’s quality the equilibrium does not exist. Put it differently

there is no price that will clear the market.

Proof. Consider three cases:

• p < cl: supply is zero and demand is positive;

• cl ≤ p < ch: supply is 1− α and demand is zero;

• p ≥ ch: supply is 1 but demand is zero.

Thus there is no price when supply of cars is equal to the demand.

The intuition here is as follows. Normally when market does not clear the price is used to equilibrate it.

For example, if supply is greater than demand the price will fall down and it will supply and demand meet.

Here, it is not quite the case. When p ≥ ch the supply is higher than demand. As the price goes down the

supply indeed decrease, however, so does the average car quality which prevents D from increasing. What

we have here is called adverse selection because it is good cars that are filtered out the first, and it is bad

cars that stay on the market longest.
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6.2 Signaling again

In real life such a disaster, of course, does not happen. The reason is that h-sellers are able to credibly signal

that their cars are of high quality. For example, warranty can serve as a credible signal. Given that it is

more expensive to offer warranty for low-quality cars good sellers can separate themselves from bad sellers.

A formal model of this idea (though in different context) was developed by Spence in 1973. His model is

as follows. Assume that there are two types of workers: L and H with productivity 1 and 2. Let p be the

probability of dealing with low-type worker. Firms do not observer workers’ productivity. Being competitive

firms set wage equal to the workers’ expected productivity.

While firms do not observe workers’ productivity they do observe their education level e. We assume

that workers’ utility is

uL(w, e) = w − e

uH(w, e) = w − e

2

Two things are important here:

1. Education has no effect on worker productivity. From social point of view it is a waste.

2. Education is less costly for high-type workers.

The timing of the game is as follows

• Nature chooses workers’ type;

• Workers choose e;

• Firms observe e and offer wages;

• Workers observe wages and chose firms.

Using backward induction we solve the game from the end. Workers will always choose the firm with

a higher wage. Moving one stage back and look at firm’s behavior. Assume that if worker is hired firm’s

payoff is uF (α,w) = α−w, where α is worker’s productivity and w is salary. Given workers’ behavior firms

competition is Bertrand and so they will offer wages equal to the expected productivity: w = α.

Going one stage back we reach the most interesting stage which is education choice. There can be two

types of equilibria: pooling and separating. Consider first pooling equilibrium.

Both workers will choose the same eduction level eL = eH = e∗. When firms observe e∗ they will pay

wage equal to p · 1 + (1 − p) · 2 = 2 − p. What we just did is specified on-equilibrium beliefs that is beliefs

in the “information set” that will be reached. We still need to specify off-equilibrium beliefs. Given that we

are in wPBE world we have complete freedom to do that. The only requirement on off-equilibrium beliefs

that we have is to make sure that pooling is equilibrium.

We being by noticing that w(0) ≥ 1 for every possible belief. In order for us to have a pooling equilibrium

it should be the case that the low-type does not deviate, in particular that he does not deviate to 0, or

2− p− e∗ ≥ w(0) ≥ 1.

Therefore necessary condition for pooling equilibrium is e∗ ≤ 1− p. It is also a sufficient one. Indeed define

beliefs as

µ(e) =

{
1 if e < e∗

p if e ≥ e∗
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Notice that when e = e∗, which is the only information set reached the beliefs are consistent with workers’

strategy. Given these beliefs we have that

w(e) =

{
1 if e < e∗

2− p if e ≥ e∗

Given this wage schedule none of the workers will deviate. It can be shown on a nice picture or by a nice

logic. First, nobody will ever get e > e∗ since it does not lead to a higher wage. Second, if you choose e < e∗

then the best education level is 0. Since the wage for e ∈ [0, e∗) is the same. We already know that L types

will not deviate given this wages and it is immediate to check that neither will H type. This proves the

following proposition:

Proposition 28 eH = eL = e∗ is a pooling equilibrium if and only if e∗ ≤ 1− p.

In separating equilibrium different types choose different education levels eL ̸= eH . This, in particular,

means that w(eL) = 1 and w(eH) = 2. Given that for any education level w ≥ 1 the low-type will have zero

education and therefore eL = 0. In order for eH to be an equilibrium the following incentive compatibility

constraints must be satisfied. These constraints are{
2− e2

2
≥ 1 ICH

1 ≥ 2− e2 ICL

The first inequality guarantees that the high-type worker will not deviate and pretend to be low-type

and the second inequality guarantees that the low-type will not deviate.

From these two inequalities follows that 1 ≤ eH ≤ 2. We can show that for any education level e∗ ∈ [1, 2]

we can construct the separating equilibrium. Indeed the following beliefs would support the equilibrium:

µ(e) =


1 if e = 0

0 if e = e∗

1 if e < e∗

0 if e > e∗

Under these beliefs the wage will be equal to 1 for any education level less than e∗ and 2 for any education

greater or equal than e∗.

Notice that for separating equilibrium the most efficient one is when e∗ is at its lowest level, that is

e∗ = 1.

Proposition 29 eL = 0 and eH = e∗ is a separating equilibrium if and only if e∗ ∈ [1, 2].

6.3 Adverse Selection and Insurance.

Assume there is an auto insurance market and two types of drivers: type L, the low risk driver, with a

probability of being in an accident πL; and type H, the high risk driver, with a probability of being in an

accident πh. We assume that πh > πL. We also assume that if accident happens, then the loss is the L

regardless of the driver’s type. Insurance company sells insurance, 1 units of insurance pays back $L, thus

its profit is (p − πL)y, in which p is the price of one unit of insurance, y is how much of insurance was

purchased and finally π is the probability of the accident.

23



6.3.1 Symmetric information Insurance company knows which type of driver it deals with and sells two

goods: insurance that pays L to type L, and insurance that pays L to type H. The maximization problem

of consumer of type h if he buys insurance is

max
θ

πhu(w − L− phθ + θL) + (1− πh)u(w − phθ)

and the FOC is

πh(L− ph)u
′(w − L− phθ + θL)− (1− πh)phu(w − phθ) = 0

If ph = πhL, then we get θ = 1, which means the risk aversion agent buys full insurance.

As for the insurance company, their profit maximization problem is

max
y

(p− πhL)

with the solution being

y =


∞ if p > πhL

0 if p < πhL

[0,∞] if p = πhL

Thus in the equilibrium p = πhL and the high-type consumer buys one unit of insurance. Similarly, if

pL = πLL, the low-type driver also buys one unit of insurance. In conclusion, in the equilibrium, price is

fair and firms earn zero profit while consumers buy full insurance.

6.3.2 Asymmetric information Consumers know their type and firms do not know. Assume probability

of accidents is given. Suppose also consumers can buy 0 or 1 unit of insurance at price p. The consumer will

buy 1 unit of insurance if

πu(w − L) + (1− π)u(w) 6 u(w − p)

By transfers, we get

π > u(w)− u(w − p)

u(w)− u(w − L)
=: g(p)

Properties of g:

1. g(0) = 0.

2. g(L) = 1.

3. g(p) is an increasing function.

If g(p) is the probability of an accident, then an agent would be indifferent between paying p for insurance

or not. Agent observes p and if π > g(p), he buys; if π < g(p), he does not buy; if π = g(p), he is indifferent.

Assume there are two prices p1, p2, and πL = g(p1), πh = g(p2). When p1 > πLL, if the price is fair, the

consumer will buy one unit.

Now assume the probability of low-type is α, high-type is 1 − α. If both types buy, then the expected

profit is

[α(p− πLL) + (1− α)(p− πhL)]y

Just as before in equilibrium

α(p− πLL) + (1− α)(p− πhL) = 0

peq = απLL+ (1− α)πhL

There are three insurance purchase conditions:
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1. If πhL < p1, then there is only one equlibrium with p = απLL+(1−α)πhL and both types buy. Here

p = πhL is not an equilibrium because both types buy insurance, then profit is positive, supply is infinite.

This is an efficient equilibrium because both types are insured.

2. If απLL + (1 − α)πhL < p1 < πhL, then there are two equilibria with p = απLL + (1 − α)πhL and

both types buy and firms earn zero profit. When p = πhL, only h type buys and firms earn zero profit.

3. If p = πhL, only h type buys, and there is only one equilibrium. Firms earn zero profit. This is

inefficient equilibrium because low-type stays uninsured.

The key difference from the world with complete information is that now as you increase price, you will

not increase profit, because low-type consumers drop out of the market and you deal with risky pool of

drivers. That’s adverse selection.

6.4 Moral Hazard

In the previous section we considered the uncertainty was coming from the fact that the firms cannot

observe workers’ productivity and the productivity itself was given. In this section, we look at the model

where uncertainty comes from the fact that one party cannot observe the effort level produced by the other

party. These types of models with unobservable actions are called moral hazard. Note that moral hazard

model is not a Bayesian game as the unobservable element is an agent’s action not payoff.

Assume that there is an owner and a manager who is hired by the owner. The managers exhorts efforts

and the firm earns profit. Profit is observable and the effort is not. We assume that given effort level e the

profit is random variable with pdf f(π|e) and with support [πL, πH ]. To keep things simple we assume that

there are only two effort levels high and low: eL < eH . To reflect the idea that higher efforts leads to a

higher profit we assume that f(π|eH) first-order stochastically dominates f(π|eL).
Manager’s utility is u(w, e) = v(w) − g(e), where w is wage. We assume that g(eH) > g(eL), v

′(·) > 0

and v′′(·) ≤ 0. Owner’s utility is π − w(π) that is profit minus the wage paid.

6.4.1 Observable Efforts As a benchmark consider the case when efforts are observable. Then the owner’s

problem is

max
e,w(π)

∫ πH

πL

(π − w(π))f(π|e)dπ

s.to

∫ πH

πL

(v(w(π))− g(e))f(π|e)dπ ≥ ū (IR)

The constraint is called individual rationality constraint and it means that it is rational for the manager to

work at the firm, so that his utility is higher than the utility of the outside option ū. Notice also that since

the effort is observed it is a choice variable for the owner.

Any problem that has more than one integral is too complicated so we will split it into two problems.

First, for each effort level we find the cheapest way to induce given level. Then, we find the desirable effort

level. The first problem is equivalent to

min
w(π)

∫ πH

πL

w(π)f(π|e)dπ

s.to

∫ πH

πL

(v(w(π))− g(e))f(π|e)dπ ≥ ū

Taking the first-order condition we get

−f(π|e) + γv′(w(π))f(π|e) = 0,
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where γ is a Lagrangian multiplier and so

∀π 1

v′(w(π))
= γ

and therefore the wage is constant and w(π) = v−1(1/γ). Given that the wage is constant and given that

there is no reason to pay more than necessary we can find wage levels from v(wi) − g(ei) = ū, where

i ∈ {L,H}.
Intuitively, since the manager is risk-averse he needs to be compensated for risk. Using constant wage

eliminates any risk for the manager and is therefore the cheapest way to induce a desired effort level.

To calculate the desired level we need to compare owner’s profit from high and low effort levels. The

owner will choose high-effort level if and only if∫ πH

πL

πf(π|eH)dπ − v−1(ū+ g(eH)) ≥
∫ πH

πL

πf(π|eL)dπ − v−1(ū+ g(eL)).

Notice that the owner is not necessarily interested in inducing high effort as it might be either too

expensive or the benefit from the high effort might be too small.

6.4.2 Unobservable efforts. Risk-neutral manager The manager is risk-neutral and so his utility is v(w) =

w. When efforts were observable the best the owner could get was

max
e∈{eL,eH}

∫ πH

πL

πf(π|e)dπ − v−1(ū+ g(e)),

which in the case of risk-neutral manager is

max
e∈{eL,eH}

∫ πH

πL

πf(π|e)dπ − ū− g(e).

We will show that when the effort is unobservable the same level can be achieved. Indeed, set w(π) = π−α,

where α is what the owner gets. Then manager’s maximization problem is

max
e∈{eL,eH}

∫ πH

πL

πf(π|e)dπ − g(e)− α.

This problem coincides with the benchmark problem and therefore the manager will choose the optimal

effort level e∗. The only thing left is to find α which can be found from individual rationality constraint:∫ πH

πL

πf(π|e∗)dπ − g(e∗)− α = ū,

so that

α∗ =

∫ πH

πL

πf(π|e∗)dπ − g(e∗)− ū.

Thus the manager’s payoff is ū and the owner’s payoff α∗ is the same as in the observed effort benchmark.

Effectively, the owner sells the whole firm to the manager at price α. As a result the risk-neutral manager

will choose the optimal level and by choosing α∗ high enough the owner can ensure that the manager will

be sitting at his reservation level.
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6.4.3 Unobservable efforts. Risk-averse manager. When the manager is risk-averse then selling the firm

is not necessarily optimal as it exposes the manager to extra-risk which he does not like.

Thus we will have to take derivatives again. First, we find what is the cheapest way to induce a desired

effort. The minimization problem becomes

min
w(π)

∫ πH

πL

w(π)f(π|e)dπ

s.to

∫ πH

πL

(v(w(π))− g(e))f(π|e)dπ ≥ ū

e ∈ argmax
e′

∫ πH

πL

(v(w(π))− g(e′))f(π|e′)dπ

The last constraint did not appear before. It is incentive compatibility constraint and it guarantees that

it is optimal for the manager to choose level e.

The cheapest way to achieve eL is to pay constant wage wL = v−1(ū+g(eL)). It is the same wage that we

would pay in the benchmark and it also satisfies the (IC) constraint. Intuitively, when we pay the constant

wage the manager will choose the lowest effort possible since his payoff does not depend on his performance.

The next question is how to find the cheapest way to induce the high-effort level. Clearly a constant

wage (no matter at what level) will not work. Since the effort level is not observable the manager will always

choose the lowest effort.

To write down the FOC we will use the fact that there are only two effort levels and so the minimization

problem becomes

min
w(π)

∫ πH

πL

w(π)f(π|e)dπ

s.to

∫ πH

πL

(v(w(π))− g(e))f(π|e)dπ ≥ ū∫ πH

πL

(v(w(π))− g(eH))f(π|eH)dπ ≥
∫ πH

πL

(v(w(π))− g(eL))f(π|eL)dπ

Notice that the constant wage does not satisfy the IC since the manager will always choose eL. Thus we

have no other choice but to take derivatives.

−f(π|eH) + γv′(w(π))f(π|eH) + µ · [v′(w(π))f(π|eH)− v′(w(π))f(π|eL)] = 0,

and therefore
1

v′(w(π))
= γ + µ

[
1− f(π|eL)

f(π|eH)

]
.

Here µ and γ are Lagrangian multipliers. Note that µ ̸= 0 since otherwise from the FOC it will follow that

1

v′(w(π))
= γ,

and so the wage should be constant. As we know this cannot be. The second multiplier γ is also non-zero.

The reason is that since f(π|eH) FOSD f(π|eL) there exists an interval where f(π|eL) > f(π|eH) and so the

expression inside the square brackets is negative which is impossible. Thus both multipliers are non-zero.

Let ŵ be
1

v′(ŵ)
= γ.

Then we have that {
w > ŵ if f(π|eL)

f(π|eH) < 1

w < ŵ if f(π|eL)
f(π|eH) > 1

Thus it follows from the FOC that
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• Intuitively this means that if profit is more likely to be seen for eL then the wage is low. For those

profit levels that are likely to be seen given eH the wage is higher.

• If
f(π|eL)
f(π|eH)

is decreasing then the wage is an increasing function of profit. However, this does not have

to be this way. and therefore it is possible to have an optimal wage schedule which is non-monotone.

• Optimal wage level will satisfy the IR constraint with equality so that E[v(wH(π))|eH ] = ū + g(eH).

From Jensen’s inequality it follows that v(E[wH(π)|eH ]) > E[v(wH(π))|eH ] and therefore E[wH(π)|eH ] >

v−1(ū + g(eH)). It means that it is more expensive to reach eH then before. The reason is that in

order to get eH the owner has to subject the manager to some risk. But the manager is risk-averse

and therefore needs to be compensated for this risk exposure.

All these findings can be summarized as follows:

• To achieve eL we offer the same constant wage wL as in the case of observed efforts.

• To get eH we offer wH(π) that pays more for those profit levels that are more likely given eH .

• The fact that the wage is higher for profit levels that are more likely given eH does not come from the

fact that the owner statistically infers high effort level and rewards the manager. The owner always

knows the effort level that is used by the manger. Such a wage schedule is just an optimal way to

provide incentives for eH .

• It is more expensive to implement eH because of the risk-aversion.

• Since risk-averse manager is subjected to risk we losing social efficiency.

• Since it is more expensive to induce high-effort level the owner can take an inefficient decision of

inducing low effort.

7. Adverse Selection

We already talked about adverse selection in the context of the lemon model. In general, when people refer

to adverse selection they refer to the situation where the source of uncertainty is agents’ type. This is in

contrast with moral hazard where the source of uncertainty is agents’ actions. In particular, it does not have

to be the case that anything is adversely selected. In this section we will study a more general model of

adverse selection where the monopolist has uncertainty about buyer’s valuation of the product.

7.1 Two types

Assume that buyer’s utility is

u(q, T, θ) = θv(q)− T,

where q is the quantity consumed, T is the amount paid to the seller and θ is buyer’s type that measures

how much buyer values the product. We assume that v(0) = 0, v′(q) > 0 and v′′(q) < 0. Assume there are

consumers of two types i = L,H, and the proportion of type L is λ. The production cost for the seller is c

per unit and therefore seller’s profit

π(T, q) = T − cq.
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7.1.1 First-best outcome. Perfect Price Discrimination. Assume that the monopolist observes the type

of consumer, that is he observes θi and makes take-it or leave-it offer to each type of the consumer. The

monopolist’s problem is

max
Ti,qi

Ti − cqi

subject to individual-rationality constraint

θiv(qi)− Ti ≥ ū.

We normalize ū to zero. Clearly, if the monopolist offers xi units of the good to consumer of type i he will

charge the price equal to θiv (xi) .The monopoly’s problem is

max
x1,x2

λ (θLv(xL)− cxL) + (1− λ) (θHv(xH)− cxH)

First order condition

u′
L(xL) = c, u′

H(xH) = c

Notice that xi is the same as it would be in the perfectly competitive market populated only by type

i. However, in perfectly competitive market, consumer pays cxi, and in monopolistic market, consumer

pays ui(xi) =

xi∫
0

u′
i(x)dx, which is the sum of monopoly surplus and monopoly cost. Thus in the case of

complete information, the allocation coincides with the competitive allocation and that it is efficient (max

total surplus). However, it is the monopoly that gets this whole surplus. In contrast, in PC market, it was

consumers who would get all the surplus.

7.1.2 Incomplete Information As before we assume that there are two types such that θL < θH . However,

this time the monopolist cannot observe types and only knows that probability of low types is λ.

The monopolist’s problem is
max
T (q)

λ (TL − cqL) + (1− λ) (TH − cxH)

qi = argmax
q

θiv(q)− T (q)

θiv(qi)− T (qi) ≥ 0

The first two constraints are incentive-compatibility constraints and the last two are individual rationality

constraints. Time to evoke the revelation principle. The revelation principle says that to determine

optimal contract under asymmetric information it suffices to consider only one contract for each type of

information that the informed party might have.

Using this wonderful insight we can simplify the problem as

max
TL,qL,TH ,qH

λ (TL − cqL) + (1− λ) (TH − cqH)

θLv(qL)− TL ≥ 0 (IRL)

θHv(qH)− TH ≥ 0 (IRH)

θLv(qL)− TL ≥ u1(qH)− TH (ICL)

θHv(qH)− TH ≥ u2(qL)− TL (ICH)

This is rather complicated problem since it involves four inequalities. We will try to simplify it at first.

The first step is to show that (IRL) is binding and (IRH) is not. We start with the latter by showing

that (IRH) follows from (IRL) and (ICH). Indeed,

θHv(qH)− TH ≥ θHv(qL)− TL ≥ θLv(qL)− TL ≥ 0.
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The first inequality is (ICH), the second is assumption that θL < θH and the third is (IRL).

Now we can show that (IRL) should be satisfied with equality in the optimum. Assume not. That is

assume that (qL, TL) and (qH , TH) solve the maximization problem above and θLv(qL) − TL > 0. Then

consider bundles (qL, TL + ε) and (qH , TH + ε). These two new bundles will give the monopolist higher

profit. Moreover since the original bundles satisfied (ICL) and (ICH) the new bundles will satisfy them too.

Finally as long ε is small enough, individual rationality constraints will be also satisfied. Our problem now

becomes 
maxTL,qL,TH ,qH λ (TL − cqL) + (1− λ) (TH − cqH)

θLv(qL)− TL = 0 (IRL)

θLv(qL)− TL ≥ u1(qH)− TH (ICL)

θHv(qH)− TH ≥ u2(qL)− TL (ICH)

Let us solve it without (ICL). Then we will show that the solution of the reduced problem will satisfy

(ICL) and thus will be the solution to the original problem. The reduced problem is
maxTL,qL,TH ,qH λ (TL − cqL) + (1− λ) (TH − cqH)

θLv(qL)− TL = 0 (IRL)

θHv(qH)− TH ≥ u2(qL)− TL (ICH)

We can immediately see that (ICH) should hold with equality because otherwise we can just increase

TH . Thus the problem becomes

max
qL,qH

λ(θLv(qL)− cqL) + (1− λ)(θHv(qH)− θH(qL) + θLv(qL)− cqH)

First-order conditions are u′
2(qH) = c, u′

1(qL) = c+ 1−λ
λ (u′

2(qL)− u′
1(qL)) > c. The immediate conclu-

sion is that the high-type consumes optimal amount of good and the low-type consumes less than optimal

amount of good. Now we need to justify that (ICL) is satisfied by the solution that we found. First we show

that whenever qL ≤ qH then (ICL) will follow from (IRL) and (ICH). From (IRL) and (ICH) we get

TH = θHv(qH)− θHv(qL) + θLv(qL).

Given that (IRL) is satisfied with equality, (ICL) becomes

0 ≥ θLv(qH)− TH .

Plugging TH , we have that we need to show that

0 ≥ θLv(qH)− θHv(qH) + θHv(qL)− θLv(qL).

We can re-write it as

θHv(qH)− θHv(qL) ≥ θLv(qH)− θLv(qL) ⇔
∫ qH

qL

θHv′(x)dx ≥
∫ qH

qL

θLv
′(x)dx.

Thus as long as qH ≥ qL we have that (ICL) is satisfied. Let us check that in the solution that we found

qH ≥ qL. But that immediately follows from the FOC and the fact that θL < θH

Overall in the solution we have that the monopolist extract the whole surplus from the first type (who

values the good less), and the second type enjoys some positive surplus. The second type also consumes

efficient level of good, whereas the first type consumes less than efficient level.
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7.2 Continuum of types

Suppose now that θ does not take a finite number of values but is distributed according to f(θ) on an interval

[θl, θu]. Because of the revelation principle the seller’s problem is
max

q(θ),T (θ)

∫ θu

θl

[T (θ)− cq(θ)]f(θ)dθ

θv[q(θ)]− T (θ) ≥ 0 ∀θ (IR)

θv[q(θ)]− T (θ) ≥ θv[q(θ′)]− T (θ′)] ∀θ, θ′ (IC)

First, just as we did before we can replace all participation constraints with the participation constraint

for the lowest type as long as all (IC) constraints hold:

θlv[q(θl)]− T (θl) ≥ 0 (IR′)

Second, we decompose the seller’s problem into two problems: the implementation problem, i.e. which

q(θ) are compatible, and then optimization problem.

7.2.1 The Implementation Problem Clearly when dealing with continuum of types it is crucial to reduce

a number of constraints before our head explodes. It is possible to do as long as buyer’s utility function

satisfies the single-crossing condition:
∂

∂θ

[
− ∂u/∂q

∂u/∂T

]
> 0.

This condition means that the marginal utility of consumption (relative to that of money) rises with θ so

that the optimal consumption rises with θ as well. Since in our case

u(q, T, θ) = θv(q)− T

this condition is indeed satisfied.

Proposition 30 The seller’s optimization problem is equivalent to the following two sets of constraints:

• Monotonicity:
dq(θ)

dθ
≥ 0;

• Local incentive compatibility: θv′(q(θ))
dq(θ)

dθ
= T ′(θ).

Proof. To see suppose first, that all incentive constraints are satisfied. Then, it must be the case that the

following first- and second-order conditions are satisfied at θ = θ′:

θv′(q(θ′))
dq(θ′)

dθ′
= T ′(θ′),

and

θv′′[q(θ′)]

(
dq(θ′)

dθ;

)2

+ θv′[q(θ′)]
d2q(θ′)

dθ′2
− T ′′(θ′) ≤ 0

The FOC is the same as local incentive compatibility. If we differentiate them with respect to θ we get

θv′′[q(θ)]

(
dq(θ)

dθ

)2

+ v′[q(θ)]
dq(θ)

dθ
+ θv′[q(θ)]

d2q(θ)

dθ2
− T ′′(θ) = 0,

which together with the SOC gives us that

v′[q(θ)]
dq(θ)

dθ
≥ 0,
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and since v′(·) > 0 we have that q(θ) is indeed monotone.

Now we want to show it the other way, that is if both monotonicity and local incentive compatibility

constraints hold then all incentive compatibility constraints hold. Suppose not. Then for some θ and θ′

θv[q(θ)]− T (θ) < θv[q(θ′)]− T (θ′),

or integrating ∫ θ′

θ

[
θv′[q(x)]

dq(x)

dx
− T ′(x)

]
dx > 0.

Consider the case θ′ > θ (the other case is similar) then we have that∫ θ′

θ

[
θv′[q(x)]

dq(x)

dx
− T ′(x)

]
dx <

∫ θ′

θ

[
xv′[q(x)]

dq(x)

dx
− T ′(x)

]
dx = 0.

The first inequality follows from monotonicity and that θ′ > θ. The second follows from local incentive

compatibility. Thus we arrived to the contradiction which completes the proof.

7.2.2 The Optimization Problem Using the proposition above we can write the seller’s problem as

max
q(θ),T (θ)

∫ θu

θl

[T (θ)− cq(θ)]f(θ)dθ

θlv[q(θl)]− T (θl) ≥ 0
dq(θ)

dθ
≥ 0

T ′(θ) = θv′[q(θ)]
dq(θ)

dθ

Similarly to the two-type case we will start solving this problem by ignoring the monotonicity constraints

having only the IR constraint and local incentive compatibility. Following Mirlees (1971) we define

W (θ) = θv[q(θ)]− T (θ) = max
θ′

{θv[q(θ′)]− T (θ′)}.

By the envelope theorem, we obtain

dW (θ)

dθ
=

∂W (θ)

∂θ
= v[q(θ)],

and so integrating we get W (θ) =

∫ θ

θl

v[q(x)]dx+W (θl). At the optimum the participation constraint must

be binding so that W (θl) = 0. Since T (θ) = θv[q(θ)]−W (θ) we can rewrite the seller’s profit as∫ θu

θl

[
θv[q(θ)]−

∫ θ

θl

v[q(x)]dx− cq(θ)

]
f(θ)dθ,

or after integration by parts,∫ θh

θl

({θv[q(θ)]− cq(θ)}f(θ)− v[q(θ)][1− F (θ)])dθ.

The maximization of π with respect to q(·) requires that the term under the integral be maximized with

respect to q(θ) for all θ. Thus the optimal solution is determined by

θv′[q(θ)] = c+
1− F (θ)

f(θ)
v′[q(θ)],
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or [
θ − 1− F (θ)

f(θ)

]
v′[q(θ)] = c. (12)

In particular, as before we observe that there is under-consumption for all types θ < θh.

The last thing to check is that the monotonicity constraint is satisfied. In general it depends on buyer’s

utility function and properties of f(θ). A sufficient condition for the monotonicity constraint to be satisfied

is that the hazard rate,

h(θ) ≡ f(θ)

1− F (θ)

is increasing in θ. Intuitively, hazard rate is the conditional probability that the consumer’s type belongs to

the interval [θ, θ + dθ], given that her type is known to belong to the interval [θ, θh].

When the hazard rate is increasing then the expression in square brackets in (12) is clearly increasing as

well and so is q(θ).

The hazard rate is increasing for uniform, normal, exponential and many other frequently used distri-

butions. In general h(θ) is decreasing if the density f(θ) decreases too rapidly with θ, or roughly speaking

higher θ’s become relatively unlikely. In this case, the monotonicity condition can be violated.

For example, assume that θl < θ1 < θ2 < θh and assume that f(θ) = A when θ ̸∈ [θ1, θ2] and is equal

to some small µ when θ ∈ [θ1, θ2]. For this density the increasing hazard ratio condition is not satisfied.

Remember that consumer surplus can be written as

W (θ) =

∫ θ

θl

v[q(x)]dx,

so that buyer’s utility increases at a rate that increases with q(θ). The seller now can reduce the rent to

all types θ > θ1 by using a schedule that is constant on [θ1, θ2]. This rent reduction comes at cost, that all

types θ ∈ [θ1, θ2] will pay a lower transfer than the total transfer that could be extracted without violating

the incentive constraints. But there is also a benefit, since the incentive constraints for types θ > θ2 are

relaxed, so that a higher transfer can be extracted from them. When probability of types between θ1 and

θ2 is very low then the benefit outweighs the cost.

8. Mechanism Design

8.1 Introduction

In the previous model we studied a problem where monopolist does not know buyer’s valuation of the product

and need to design an optimal contract that would maximize his profit.

We can generalize this question. Assume that there are I agents with types {θi}. We assume that types

are unobserved and that θi ∼ Fi(·). There is a set of alternatives X. Depending on a particular problem X

could specify who gets the objects; or whether a particular public project should be built; or something else.

Definition 31 A social choice function f : Θ → X is map that maps type profile, Θ, into set of outcomes.

Social choice function tell us given a particular type realization what should the chosen alternative.

Naturally, we would like social choice function to have some good properties such as efficiency.

Definition 32 Social choice function f is called ex-post efficient if

ui(f(θi, θ−i), θi) ≥ ui(x
′, θi),

with at least one strict. For every i and θi ∈ Θi.
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In other words for every type realization the chosen alternative will be such that there is no other option

that would make everyone better off.

Example: Assume that there are I agents each of them values the bridge at θi. The cost of the bridge

is c. Let k is a binary variable that is equal to 1 if the bridge is built or to 0 if not. Agent’s utility is

ui(k, ti) = θik + ti, where ti is a transfer to the agent. When ti > 0 the agent gets money and when

ti < 0 the agent pays money. The set of feasible alternatives X consists of vectors (k, t1, . . . , tI) such that

−
∑

i ti ≤ ck. The ex-post efficient social choice functions are such
∑

ti = −ck and that k = 1 if and only if∑
i θi ≥ c.

A somewhat naive way to implement this function is by asking each agent his type, and use the reported

values θ∗i as follows: k = 1 if and only if
∑

i θ
∗
i ≥ c and ti = −c/I. This method would not work because

our favorite incentive compatibility constraints fail. The agents will have incentives to lie and mis-represent

their types.

Indeed assume that
I − 1

I
c <

I∑
i=2

θi < c and that θ1 = c −
I∑

i=2

θi + ε. Thus without agent 1 the society

would not be interested in building the bridge but with agent 1 it slightly prefers to have bridge built.

Assume that all but agent 1 report the truth. Then agent 1 will have incentives to lie and misrepresent

his type. Indeed, reporting 0 would lead to a payoff 0 for agent 1. Reporting θ1 would lead to payoff

c−
I∑

i=2

θi + ε− c/I < 0.

Therefore if we are to implement a social choice function we need to make sure that agents have incentives

to behave the way we want them, for example, to truthfully report their type.

Definition 33 Mechanism Γ = (M, g) is game determined by set of messages M and outcome function

g : M → X. Agent i sends message mi ∈ Mi and then the chosen alternative is x = g(m).

Definition 34 Mechanism Γ implements f if there exists {s∗i (θi)} such that for any θ:

i) g(s∗1(θ1), . . . , s
∗
I(θI)) = f(θ1, . . . , θI); and

ii) s∗(θ) is an equilibrium.

Mechanism is a Bayesian game where agents first learn their types, then send a message to the mechanism

designer and then the mechanism designer chooses the alternative given function g(·). Strategies in this game

are functions that map types into messages, si : Θi → Mi.

When we say that the mechanism implements f it means that for strategy profile s∗ the chosen out come

is exactly the outcome given f , and that actual type realization. Furthermore, and most importantly this

strategy profile is an equilibrium so that agents do have incentives to play accordingly.

The question we are interested in is what social choice functions can be implemented by mechanisms.

The first step we make to address this question is to notice that without lose of generality we can restrict

our attention to the truth-telling mechanisms.

Proposition 35 (Revelation Principle) For any function f that is implemented by some mechanism

Γ = (M, g) there exists a mechanism Γ′ = (M ′, g′) such that M ′ = Θ and the equilibrium of Γ′ is s∗i (θi) = θi.

In other words everything that can be implemented can be implemented by mechanisms where the

designer simply asks each agent to report θi and it is an equilibrium for each agent to report the truth.

The idea of the proof is very simple. If we have a general mechanism that implements f with equilibrium

strategies s ∗ (θ) then we can do the following without destroying incentives: we ask each agent to report

θi then use s∗i (θi) to generate the message mi and then use g(m1, . . . ,mI) to generate an alternative, x.
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Clearly, if s∗(θ) was an equilibrium of the original mechanism then truthfully reporting θi to the designer

and letting him to send the message and the outcome is also an equilibrium.

In Definition 34 we require that s∗ is an equilibrium but we did not specify which one. We will consider

two cases: an equilibrium in dominant strategies and a Bayesian Nash Equilibrium.

8.2 Implementation in Dominant Strategies. Vickrey-Clark-Groves Mecha-

nisms.

Definition 36 We say that M implements f in dominant strategies if for every i, θ′i and θ−i

ui(f(θi, θ−i), θi) ≥ ui(f(θ
′
i, θ−i), θi).

In other words regardless of reports of other agents it is always optimal to report the truth, and therefore

truth-telling is (weakly) dominant strategy.When dealing with dominant implementation there are two things

to notice:

• Such implementation is robust to wrong beliefs. When an agent has a dominant strategy beliefs about

behavior of other players are not important. For every possible the agent will want to play the dominant

strategy.

• We know that normally games do not have dominant strategies, so at first it seems very improbable

that we would be able to implement anything at all. However, notice that we design the game ourselves,

and so it will turn for a large class of problems it is possible to construct mechanisms in such a way

that truth-telling is dominant.

Assume that agents’ utility is ui(k(θ), θi)+ti, where ti is a transfer to the agent and k(θ) is the allocation.

In the case of a public project it is whether the project is undertaken or not. If we want to allocate one

indivisible object then it could be an identity of a person who gets the object and so on. Assume that the

mechanism designer wants to implement such allocation k∗(θ) that maximizes
∑

i ui(k(θ), θi). He can do

that using the following mechanism. Given a vector of announcements θ′ the designer will implement the

allocation that maximizes
∑

i ui(k, θ
′
i). In other words the designer believes agents’ reports and chooses the

allocation that maximizes social welfare given their reports.

The agent transfer then is defined

ti(θi, θ−i) =
∑
j ̸=i

uj(k(θi, θ−i), θj) + hi(θ−i) (13)

The last term does not depend on agent i’s announcement and therefore has no impact on his decision. The

first term does the following: it aligns the preferences of agent i with the designer’s preferences. Agent i

determines announcement θ′i to maximize

max
θ′
i

ui(k(θ
′
i, θ−i), θi) + ti(θ

′
i, θ−i) = max

θ′
i

ui(k(θ
′
i, θ−i), θi) +

∑
j ̸=i

uj(k(θ
′
i, θ−i), θj) + hi(θ−i)


The last term is the constant, and the other two terms are the sum of everyone’s utility, which is exactly

what the designer is maximizing. Therefore, θ′i = θi will maximize the agent’s utility. Notice that this is the

case regardless of the announcements made by others, and therefore it is a dominant strategy to report the

truth.
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Definition 37 Mechanisms that are designed to implement the optimal allocation and use the transfer struc-

ture as in (13) are called Vickrey-Clark-Groves mechanisms.

So far we have not specified the function form for hi(θ−i). The most popular variant is

hi(θ−i) = −
∑
j ̸=i

uj(k
∗(θ−i), θj), (14)

where k∗(θ−i) maximizes
∑

j ̸=i ui(k(θ), θi). Thus the total transfer is

ti(θi, θ−i) =
∑
j ̸=i

uj(k(θi, θ−i), θj)−
∑
j ̸=i

uj(k
∗(θ−i), θj).

Effectively this transfer makes agent i pay at the amount which is exactly equal to the externality that agent

i brings to the community. The second term is that utility of everyone else without agent i whatsoever (i.e.

when an allocation is chosen without agent i utility) and the first term is the utility of everyone else with

agent i. The difference measures the impact that the presence of agent i imposes on the community.

Notice that the transfer is always negative, ti(θi, θ−i) because by the definition of k∗(θ−i) maximizes

utility of everyone else and therefore any other allocation, such as k(θi, θ−i) can only make it worse.

If the presence of agent i does not change the allocation then the payment made by i is equal to 0. If

the presence of agent i does change the allocation then the agent is called pivotal and generally we should

expect him to make some payment.

Example: Assume that we want to allocate a single indivisible object between I agents such that

θ1 > θ2 > · · · > θI . Clearly from the terms of efficiency the agent with higher valuation should get the

object. The payments as suggested by the VCG mechanism should be as follows. For agents with i ≥ 2

their presence does not affect the allocation. Because whether they exist or not it is still agent 1 who will

get the object therefore. Therefore their transfer is 0. For agent i = 1 the transfer is 0 − θ2. Zero comes

from the fact that in the presence of agent 1 all other agents receive zero utility, and θ2 comes from the fact

that without agent 1 it is agent 2 who will get the object and so the sum of utilities will be equal to θ2.

Effectively, this setting is the setting of the second-price auction. Each agent announces their bid and

the agent with highest bid receives the object and pays the second-highest bid. The corollary of our analysis

above is that in the SPA it is dominant strategy to bid your own value.

While VCG mechanisms are capable of implementing the efficient allocation they cannot do so while

keeping the budget balanced. Let us normalize agent’s utility and define vi(k(θ), θi) = ui(k(θ), θi)− c(k)/I

so that transfers will measure deviation of agents payment from the average payment. In order for the budget

to be balanced then it has to be the case that
∑

i ti = 0. However, this is not always possible.

Example: Assume that the cost of project c = 6 and that there are three agents with valuations 3, 2

and 1.5. Under VCG mechanism transfers to the last two agents are 0:

(3− 2) + (1.5− 2)− (3− 2)− (1.5− 2) = 0.

The transfer to the first agent, however, is

(2− 2)− (1.5− 2)− 0 = −1

2

Thus the total amount of collected money is 6.5 whereas only 6 is needed.

While, we have a freedom in choosing hi(θ−i) it turns out that in general using VCG it is impossible to

implement efficient allocation AND balance the budget.
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One notable exception is the case when preferences of one agent are known. If that is the case then the

budge can be easily balanced by giving all the extra money to this agent. For example, in the SPA where

seller’s valuation is known to be 0 money are not wasted and the efficient allocation is achieved. Given, that

in more general setting this is not the case we will weaken the equilibrium concept and will use Bayesian

equilibrium instead of equilibrium in dominant strategies. Having a weaker concept of equilibrium gives us

a hope that a larger group of social choice functions can be implemented.

8.3 Bayesian Implementation

Definition 38 Mechanism Γ = (M, g) implements f(·) in BNE if there exists s∗ such that s∗ is a BNE and

g(s∗(θ)) = f(θ).

Using our old friend, revelation principle, we can restrict our attention to mechanisms where the designer

simply asks agent’s type.

Definition 39 Mechanism Γ = (Θ, f) truthfully implements f(·) if s∗i (θi) = θi is a BNE, that is for any θ′i

Eθ−i [ui(f(θi, θ−i), θi)|θi] ≥ Eθ−i [ui(f(θ
′
i, θ−i), θi)|θi].

Assume that agent’s utility is

ui(x, θi, ti) = vi(k)θi + ti.

We want to implement social choice function that maximizes
∑

i vi(k)θi and such that
∑

ti = 0. Given the

announcements the chosen allocation will maximize the sum of everyone’s utilities. And the transfer will be

defined as

ti(θi, θ−i) = Eθ−i

∑
j ̸=i

uj(k(θi, θ−i), θj)


︸ ︷︷ ︸

=ζi(θi)

+hi(θ−i)

Similarly to dominant implementation what we do here is we add the expected utility of everyone else so

that agent’s preferences are aligned with social preferences and as the result the agent will report the truth.

Indeed,

Eθ−i [vi(k
∗(θi, θ−i), θi) + ti(θi, θ−i)] = Eθ−i

 I∑
j=1

ui(k
∗(θi, θ−i), θj)

+ Eθ−i [hi(θ−i)]

≥ Eθ−i

 I∑
j=1

ui(k
∗(θ′i, θ−i), θj)

+ Eθ−i
[hi(θ−i)]

= Eθ−i

[
vi(k

∗(θ′i, θ−i), θi) + ti(θ
′
i, θ−i)

]
,

where the inequality follows from the fact that k∗(·) maximizes sum of utilities for each θ.

To show that we can balance the budget let

hi(θ−i) = − 1

I − 1

∑
j ̸=i

ζj(θj).

37



With such choice of h(·) we have that∑
i

ti(θ) =
∑
i

ζi(θi) +
∑
i

hi(θi)

=
∑
i

ζi(θi)−
1

I − 1

∑
i

∑
j ̸=i

ζj(θj)

=
∑
i

ζi(θi)−
1

I − 1

∑
i

(I − 1)ζi(θi)

= 0.

We just showed that it is possible to implement efficient allocation and balance the budget. Next, we

want to understand what kind of social choice functions are implementable under Bayesian implementation.

Assume that agent’s utility is given by

ui(θi, k, ti) = θiv(k) + ti.

Let

t̄i(θi) = Eθ−i [ti(θi, θ−i)],

v̄i(θi) = Eθ−i [vi(θi, θ−i)], and

ūi(θi) = Eθ−i [ui(θi, θ−i)] = θiv̄i(θi) + t̄(θi).

A nice theorem that is the exact analogue of proposition 30 specifies conditions under which the social choice

function is Bayesian implementable.

Proposition Big 30: Function f(·) is Bayesian implementable if v̄, t̄ and ū satisfy the following two con-

ditions:

• Monotonicity: v̄i(θi) is an increasing function of θi;

• Local Incentive Compatibility: ūi(θi) = ūi(θl) +
∫ θi

θl
v̄i(s)ds

Proof. First, we show that if f is implementable then both M and LIC are satisfied. Since ū(θi) =

max{θiv̄(θ′i) + t̄(θ′i)} we can use the envelope theorem to notice that

dūi(θi)

dθi
= v̄i(θi),

from which the second condition follows. As for the first condition, notice that

ūi(θ
′
i) = θ′iv̄i(θ

′
i) + ti(θ

′
i) ≥ θ′iv̄i(θi) + t̄(θi) = ūi(θi) + (θ′i − θi)v̄i(θi)

Therefore, when θ′ > θ we have that

v̄i(θ
′
i) ≥

ūi(θ
′
i)− ūi(θi)

θ′i − θi
≥ v̄(θi)

and therefore v̄i(θ
′
i) > v̄i(θi), which gives monotonicity.

Next we show that if (i) and (ii) are satisfied then f(·) is implementable. Take any θi and θ′i and assume

that θi > θ′i. Since (i) and (ii) hold we have that

ūi(θi)− ūi(θ
′
i) =

∫ θi

θ′
i

v̄(s)ds

≥
∫ θi

θ′
i

v̄(θ′i)ds

= (θi − θ′i)v̄(θ
′
i).
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hence,

ū(θi) ≥ ū(θ′i) + (θi − θ′i)v̄i(θ
′
i) = θiv̄i(θ

′
i) + t̄i(θ

′
i).

Similarly, we can show that

ū(θ′i) ≥ ū(θi) + (θ′i − θi)v̄i(θi) = θ′iv̄i(θi) + t̄i(θi),

and thus (IC) constraints are satisfied.

Proposition Big 30 shows how to identify all Bayesian incentive compatible social choice functions in the

linear setting. First, identify which functions k(·) lead every agent i’s expected benefit function, v̄i(·) to

be non-decreasing. Then, for each such function, identify the expected transfer functions t̄i(·) that would

satisfy (LIC). And then chose any transfer functions ti(θi, θ−i) such that Eθ−i [ti(θi, θ−i)] = t̄i(θi).

9. Auctions.

9.1 Revenue Equivalence Theorem

Consider a setting with one seller and several potential buyers. Seller owns one indivisible object that he

values as 0. Buyers’ valuations are private information and buyers’ utility is

ui(x, θi, ti) = θivi(k) + ti,

where θi is the valuation of the object, vi(k) is the probability that buyer i will get the object and ti is

a transfer to the agent. The question is how should the seller allocate the object. We already know some

possible ways such as FPA, SPA and all-pay auction. However, the question is which one is more profitable.

For example, agents bids are higher in SPA than in FPA but they pay less then the bids. In all-pay auction

everyone pays but as the result the bids are much lower than in FPA and SPA. While intuitively, it is not

obvious which auction is more profitable it turns out that they are the same.

Proposition 40 (Revenue Equivalence Theorem) Consider an auction setting with I risk-neutral buy-

ers where i’s valuation is distributed on [θ̄i, θi] with strictly positive density ϕi(·). Suppose that a given pair

of BNE of two different auctions are such that for every buyer i:

i) for each possible realization of (θ1, . . . , θI) buyer i has an identical probability of getting the good in

the two auctions;

ii) buyer i has the same expected utility level in the two auctions when his valuation for the object is at

its lowest possible level.

Then these equilibria of the two auctions generate the same expected revenue for the seller.

Proof. Any outcome implemented by a particular auction must be Bayesian incentive compatible and in

particular should satisfy the Proposition Big 30. The expected payment made by buyer i is

E[−ti(θi)] =

∫ θ̄i

θi

[ȳi(θi)θi − Ui(θi)]ϕi(θi)dθi

=

∫ θ̄i

θi

(
ȳ(θi)θi − Ui(θi)−

∫ θi

θi

ȳi(s)ds

)
ϕi(θi)dθi

=

[∫ θ̄i

θi

(
ȳ(θi)θi −

∫ θi

θi

ȳi(s)ds

)
ϕi(θi)dθi

]
− Ui(θi)
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Using integration by parts we get that∫ θ̄i

θi

(∫ θi

θi

ȳi(θi)dθi

)
ϕi(θi)dθi =

∫ θ̄i

θi

ȳi(θi)dθi −
∫ θ̄i

θi

ȳi(θi)Φi(θi)dθi

=

∫ θ̄i

θi

ȳi(θi)(1− Φi(θi))dθi.

Substituting, we see that

E[−t̄i(θi)] =

=

[∫ θ̄i

θi

ȳi(θi)

(
θi −

1− Φi(θi)

ϕi(θi)

)
ϕi(θi)dθi

]
− Ui(θi)

=

∫ θ̄1

θ1

. . .

∫ θ̄I

θI

yi(θ)

(
θi −

1− Φi(θi)

ϕi(θi)

)( I∏
i=1

ϕi(θi)

)
dθ1 . . . dθI − Ui(θi)

Thus the expected revenue is equal to∫ θ̄1

θ1

. . .

∫ θ̄I

θI

I∑
i=1

yi(θ)

(
θi −

1− Φi(θi)

ϕi(θi)

)( I∏
i=1

ϕi(θi)

)
dθ1 . . . dθI −

I∑
i=1

Ui(θi). (15)

And we are actually done. Given that the expected revenue is entirely determined by the utility of the

lowest types and the allocation and given that they are assumed to be the same between two auctions we

have that the expected revenues will be the same.

As it follows from the revenue equivalence theorem any two auctions such that the lowest type gets

zero utility and agent with highest valuation gets the object with probability one would generate the same

revenue. So that FPA, SPA and APA auctions are revenue equivalent. Assuming, of course, that bidders

are risk-neutral.

9.2 Optimal Auctions

Note that Revenue Equivalence Theorem does not mean that ALL auctions are revenue equivalent. For

example, the two auctions that differ only in reservation prices, rα and rβ , are not revenue equivalent. This

is because when rα < θi < rβ for every i the allocation generated by two auctions will be different. Auction

with a lower reservation price will assign the object to the highest bidders and auction with a higher price

will keep the object to seller.

The natural question is then what auction will generate higher revenue for the seller. In other words,

we would like to maximize (15) subject to the following two constraints: 0 ≤
∑

i yi(θ) ≤ 1 and ȳ(θ) is

monotone. The first constraint is simply feasibility:
∑

i yi(θ) is a probability that the object will be sold

and 1−
∑

i yi(θ) is the probability that the seller will keep the object. Whence the constraint. The second

constraint is that ȳ(θi) should be an increasing function. Note that in the derivation of (15) we never used

it, but to get Bayesian implementation it must be satisfied. If we relax it for a second then the structure of

the optimal auction is immediate.

First of all, the utility of the lowest types should be zero. Second, the term inside the integral is the

weighted average of buyer’s virtual values θi −
1− Φi(θi)

ϕi(θi)
. The weights are yi(θ) and their sum has to be

between 0 and 1. The optimal allocation rule therefore is as follows: if all virtual values are non-positive

then the seller should keep the object to himself so that yi(θ) = 0 for every i. If for some i the virtual

value is positive then the seller should allocate the object to the buyer with the highest virtual value. For a

symmetric case we can summarize this logic as follows:
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Proposition 41 Assume that bidders’ valuations are independent and distributed with the same cdf Φ(·).

Assume also that Φ is such that θ− 1− Φ(θ)

ϕ(θ)
is an increasing function of θ. Then the optimal auction is an

FPA (or SPA, or APA) with the reserve price r∗, where r∗ is a solution to

r∗ = θ − 1− Φ(θ)

ϕ(θ)
.

If virtual values are increasing functions of θ’s, which is the case for a majority of the common distribution

then in optimal auctions the agent with the highest valuation will always get the object and therefore the

monotonicity constraint will be satisfied.

A couple of remarks on inefficiency of optimal auctions.

1. Note that one needs to use a reserve price which implies that with a positive probability no one will

get the object. This is socially inefficient.

2. To make things worse it might be optimal to give the object to an agent with a lower valuation.

Assume that θi ∼ U [ai, bi] so that virtual values are 2θi − bi. When bi < bj then it is possible that

2θi − bi > 2θj − bj even though θi < θj .

To see the intuition, consider an example where θ1 = 1 and θ2 can be 1.1 or 1,000,000. Then if the

second player announces 1.1 it might be better to give the object to the first player. Why? To ensure

that when θ2 = 1, 000, 000 player 2 will not try to lie. More generally, if a1 < a2 < b1 < b2 then on

interval [a2, b1] it might be better to give the object to the first player to prevent the second (more

profitable) player from pretending to have θ2 < b1.

9.3 Full Surplus Extraction

Notice that even with the optimal auction, it is impossible for the auctioneer to extract the full surplus from

the players. In order to get players to reveal the information, the auctioneer has to leave some information

rent to the bidders. And the rent is the higher for the higher types. A very fascinating result proved in

Cremer and McLean (1985) is that: if you relax an independence assumption then it is possible for the

auctioneer to extract full surplus from the bidders. In fact, even a small ε of correlation between types is

enough for the full surplus extraction.

The intuition is that with private types, you are the only person who has information about your type,

and knowing your type does not tell you anything about types of other bidders. The only way the auctioneer

can extract this information from you is by leaving you with some surplus. When types are correlated

it is different. Other people have some information about your type. And the auctioneer can extract this

information from other players without affecting their incentives to reveal their own types. Roughly speaking,

I will ask you about types of others but your own payment will depend on what others will tell me about

your type. Therefore, your incentives to tell the truth will not be affected.

Formal Setting: Assume that there are two bidders and that that the set of possible types is θ1, θ2 ∈
{v1, . . . , vn}. Let Pij = Prob{θ2 = vj |θ1 = vi}, and Pi = (Pi1, . . . , Pin), and

P =


P1

...

Pn


Assume that P has full rank, that is Pi ̸∈ convex hull(Pk, k ̸= i) for every i. Note that in the case of

independent values P would have rank 1, as all rows are the same.
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Idea of proof. First, from separating hyperplane theorem and full rank condition follows that there exists

xi ∈ Rn such that Pixi = 0 and Pkxi > 0. Second, we let the auctioneer to introduce a menu of bets

y1, . . . , yn where each yi ∈ Rn. If player 1 picks bet i and the type of the other player ends up to be vj then

player 1 will receive yij .

Lemma 42 Fix vector z = (z1, . . . , zn). Then there exists a manu of bets y1, . . . , yn for player 1 such that

Piyi = zi and Piyi ≥ Piyj for j ̸= i. In other words if θ1 = vi then player 1 will prefer bet yi.

Proof. Take xi from the separating hyperplane theorem, that is such that Pixi = 0 and Pkxi > 0. Let

yij = zi + rxij . Therefore,

Piyk =

zk + rPixk k ̸= i

zi

As long as r is a sufficiently large negative number we are done.

Assume that under standard SPA, the expected surplus of player 1 with value θ1 = vi is hi. Let

h = (−h1, . . . ,−hn) and apply the lemma above to h to get a menu of bets y1, . . . , yn. Consider now the

following auction: each bidder can announce his bid. If the announced bid is vi the bidder has to play bet

yi. After that the standard SPA is realized. By construction reporting the truth is optimal and each bidder

will end up with zero surplus.

Intuition: imagine perfect correlation, which is whenever I know my type, I also know your type with

certainty and vice versa. The auctioneer can simply ask both players to report their types. If reports are

the same then the person with the highest value get the object and pays his entire value. If reports are

different then each player has to pay huge penalty (the penalty is similar to a big negative r from the proof

of Lemma 42). Then, if the other player reports the truth you will have to report the truth as well to avoid

the penalty.2

Example 1 Consider the SPA where both players have possible valuations, v1, v2 ∈ {1, 2, 3} and assume

that the valuations are distributed as follows:

1 2 3

1 1/6 1/12 1/12

2 1/12 1/6 1/12

3 1/12 1/12 1/6

In this example, total welfare is 14/6, and the expected revenue to the seller from the SPA is 10/6 (check).

Using the reserve price of 2 increases revenue to 11/6. However, as we know the auctioneer can do better.

The expected surplus from SPA for agent with v = 1 is 0, with v = 2 is 1/4 and with v = 3 is 3/4. Thus,

we need to design three bets y1, y2 and y3 such that the expected surplus of player with value 1 from y1 is

equal to 0. The expected surplus of player with value 2 from y2 is equal to −1/4 and the expected surplus of

player with value 3 from y3 is equal to −3/4. These bets (and SPA outcomes) are as follows

bets SPA Payments

v = 1 (−2, 2, 2) (1/2, 0, 0) (−3/2, 2, 2)

v = 2 (2,−3, 5) (1, 1, 0) (3,−2, 5)

v = 3 (1, 2, 0) (2, 1, 3/2) (3, 3, 3/2)

2Less economic interpretation of the same story. You have two boys, and one of them broke the window yet they blame each

other. How to find out who did it? Tell them that if they both point at the same person, the punishment will be very low;

otherwise it will be very high.
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where jth coordinate corresponds to the case when the value of the other player is j. These particular bets

are constructed based on x1 = (−2, 2, 2), x2 =
(
7
4 ,−

13
4 , 19

4

)
and x3 =

(
1
4 ,

5
4 ,−

3
4

)
. However, there are many

other ways, i.e. many other x’s that one can use to extract full surplus.

It is straightforward to see that such a scheme extracts full surplus from the bidders and in addition

provides an example of how the revenue equivalence theorem can fail if values are not independent.
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